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A RESEARCH AGENDA
• Deep learning successes have required a lot of labeled training data
‣ collecting and labeling such data requires significant human labor 

‣ practically, is that really how we’ll solve AI ?

‣ scientifically, this means there is a gap with ability of humans to learn, which we should try to understand

• Alternative solution : exploit other sources of data that are imperfect but plentiful
‣ unlabeled data (unsupervised learning)

‣ multimodal data (multimodal learning)

‣ multidomain data (transfer learning, domain adaptation)
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Figure 1: Example of meta-learning setup. The top represents the meta-training set Dmeta�train,
where inside each gray box is a separate dataset that consists of the training set Dtrain (left side of
dashed line) and the test set Dtest (right side of dashed line). In this illustration, we are considering
the 1-shot, 5-class classification task where for each dataset, we have one example from each of
5 classes (each given a label 1-5) in the training set and 2 examples for evaluation in the test set.
The meta-test set Dmeta�test is defined in the same way, but with a different set of datasets that
cover classes not present in any of the datasets in Dmeta�train (similarly, we additionally have a
meta-validation set that is used to determine hyper-parameters).

Our key observation that we leverage here is that this update resembles the update for the cell state
in an LSTM (Hochreiter & Schmidhuber, 1997)

ct = ft � ct�1 + it � c̃t, (2)

if ft = 1, ct�1 = ✓t�1, it = ↵t, and c̃t = �r✓t�1Lt.

Thus, we propose training a meta-learner LSTM to learn an update rule for training a neural net-
work. We set the cell state of the LSTM to be the parameters of the learner, or ct = ✓t, and the
candidate cell state c̃t = r✓t�1Lt, given how valuable information about the gradient is for opti-
mization. We define parametric forms for it and ft so that the meta-learner can determine optimal
values through the course of the updates.

Let us start with it, which corresponds to the learning rate for the updates. We let

it = �
�
WI ·

⇥
r✓t�1Lt,Lt, ✓t�1, it�1

⇤
+ bI

�
,

meaning that the learning rate is a function of the current parameter value ✓t�1, the current gradient
r✓t�1Lt, the current loss Lt, and the previous learning rate it�1. With this information, the meta-
learner should be able to finely control the learning rate so as to train the learner quickly while
avoiding divergence.

As for ft, it seems possible that the optimal choice isn’t the constant 1. Intuitively, what would
justify shrinking the parameters of the learner and forgetting part of its previous value would be
if the learner is currently in a bad local optima and needs a large change to escape. This would
correspond to a situation where the loss is high but the gradient is close to zero. Thus, one proposal
for the forget gate is to have it be a function of that information, as well as the previous value of the
forget gate:

ft = �
�
WF ·

⇥
r✓t�1Lt,Lt, ✓t�1, ft�1

⇤
+ bF

�
.

Additionally, notice that we can also learn the initial value of the cell state c0 for the LSTM, treating
it as a parameter of the meta-learner. This corresponds to the initial weights of the classifier (that
the meta-learner is training). Learning this initial value lets the meta-learner determine the optimal
initial weights of the learner so that training begins from a beneficial starting point that allows
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People learning new concepts can often generalize successfully from just a single example,
yet machine learning algorithms typically require tens or hundreds of examples to
perform with similar accuracy. People can also use learned concepts in richer ways than
conventional algorithms—for action, imagination, and explanation. We present a
computational model that captures these human learning abilities for a large class of
simple visual concepts: handwritten characters from the world’s alphabets. The model
represents concepts as simple programs that best explain observed examples under a
Bayesian criterion. On a challenging one-shot classification task, the model achieves
human-level performance while outperforming recent deep learning approaches. We also
present several “visual Turing tests” probing the model’s creative generalization abilities,
which in many cases are indistinguishable from human behavior.

D
espite remarkable advances in artificial
intelligence and machine learning, two
aspects of human conceptual knowledge
have eluded machine systems. First, for
most interesting kinds of natural andman-

made categories, people can learn a new concept

from just one or a handful of examples, whereas
standard algorithms in machine learning require
tens or hundreds of examples to perform simi-
larly. For instance, people may only need to see
one example of a novel two-wheeled vehicle
(Fig. 1A) in order to grasp the boundaries of the

new concept, and even children canmake mean-
ingful generalizations via “one-shot learning”
(1–3). In contrast, many of the leading approaches
inmachine learning are also themost data-hungry,
especially “deep learning” models that have
achieved new levels of performance on object
and speech recognition benchmarks (4–9). Sec-
ond, people learn richer representations than
machines do, even for simple concepts (Fig. 1B),
using them for a wider range of functions, in-
cluding (Fig. 1, ii) creating new exemplars (10),
(Fig. 1, iii) parsing objects into parts and rela-
tions (11), and (Fig. 1, iv) creating new abstract
categories of objects based on existing categories
(12, 13). In contrast, the best machine classifiers
do not perform these additional functions, which
are rarely studied and usually require special-
ized algorithms. A central challenge is to ex-
plain these two aspects of human-level concept
learning: How do people learn new concepts
from just one or a few examples? And how do
people learn such abstract, rich, and flexible rep-
resentations? An even greater challenge arises
when putting them together: How can learning
succeed from such sparse data yet also produce
such rich representations? For any theory of
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Fig. 1. People can learn rich concepts from limited data. (A and B) A single example of a new concept (red boxes) can be enough information to support
the (i) classification of new examples, (ii) generation of new examples, (iii) parsing an object into parts and relations (parts segmented by color), and (iv)
generation of new concepts from related concepts. [Image credit for (A), iv, bottom: With permission from Glenn Roberts and Motorcycle Mojo Magazine]
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Fig. 1. People can learn rich concepts from limited data. (A and B) A single example of a new concept (red boxes) can be enough information to support
the (i) classification of new examples, (ii) generation of new examples, (iii) parsing an object into parts and relations (parts segmented by color), and (iv)
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A RESEARCH AGENDA
• Let’s attack directly the problem of few-shot learning
‣ we want to design a learning algorithm A that outputs a good parameters 𝜽 

of a model M, when fed a small dataset Dtrain={(xi,yi)}i=1

• Idea: let’s learn that algorithm A, end-to-end
‣ this is known as meta-learning or learning to learn

 7
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RELATED WORK: TRANSFER LEARNING
• Large image datasets (e.g. ImageNet) have been shown to allow training 

representations that transfer to other problems
‣ DeCAF: A Deep Convolutional Activation Feature for Generic Visual Recognition (2014) 

Jeff Donahue, Yangqing Jia, Oriol Vinyals, Judy Hoffman, Ning Zhang, Eric Tzeng and Trevor Darrell

‣ CNN Features off-the-shelf: an Astounding Baseline for Recognition (2014)  
Ali Sharif Razavian, Hossein Azizpour, Josephine Sullivan, Stefan Carlsson

‣ …some have even reported some positive transfer on medical imaging datasets!

• In few-shot learning, we aim at transferring the complete training of the model on 
new datasets (not just transferring the features or initialization)
‣ ideally there should be no human involved in producing a model for new datasets
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RELATED WORK: ONE-SHOT LEARNING
• One-shot learning has been studied before
‣ One-Shot learning of object categories (2006)  

Fei-Fei Li, Rob Fergus and Pietro Perona

‣ Knowledge transfer in learning to recognize visual objects classes (2004) 
Fei-Fei Li

‣ Object classification from a single example utilizing class relevance pseudo-metrics (2004) 
Michael Fink

‣ Cross-generalization: learning novel classes from a single example by feature replacement 
(2005)  
Evgeniy Bart and Shimon Ullman

• These largely relied on hand-engineered features
‣ with recent progress in end-to-end deep learning, we hope to learn a representation better 

suited for few-shot learning
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RELATED WORK: META-LEARNING
• Early work on learning an update rule
‣ Learning a synaptic learning rule (1990)  

Yoshua Bengio, Samy Bengio, and Jocelyn Cloutier

‣ The Evolution of Learning: An Experiment in Genetic Connectionism (1990)  
David Chalmers

‣ On the search for new learning rules for ANNs (1995)  
Samy Bengio, Yoshua Bengio, and Jocelyn Cloutier

• Early work on recurrent networks modifying their weights
‣ Learning to control fast-weight memories: An alternative to dynamic recurrent 

networks (1992)  
Jürgen Schmidhuber

‣ A neural network that embeds its own meta-levels (1993) 
Jürgen Schmidhuber
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RELATED WORK: META-LEARNING
• Training a recurrent neural network to optimize
‣ outputs update, so can decide to do something else than gradient descent

• Learning to learn by gradient descent by gradient descent (2016) 
Marcin Andrychowicz, Misha Denil, Sergio Gomez, Matthew W. Hoffman, David Pfau, Tom Schaul, and Nando de Freitas

• Learning to learn using gradient descent (2001)  
Sepp Hochreiter, A. Steven Younger, and Peter R. Conwell
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Optimizee

Optimizer

t-2 t-1 t

m m m

+ + +

ft-1 ftft-2

∇t-2 ∇t-1 ∇t

ht-2 ht-1 ht ht+1

gt-1 gt

θt-2 θt-1 θt θt+1

gt-2

Figure 2: Computational graph used for computing the gradient of the optimizer.

2.1 Coordinatewise LSTM optimizer

One challenge in applying RNNs in our setting is that we want to be able to optimize at least tens of
thousands of parameters. Optimizing at this scale with a fully connected RNN is not feasible as it
would require a huge hidden state and an enormous number of parameters. To avoid this difficulty we
will use an optimizer m which operates coordinatewise on the parameters of the objective function,
similar to other common update rules like RMSprop and ADAM. This coordinatewise network

architecture allows us to use a very small network that only looks at a single coordinate to define the
optimizer and share optimizer parameters across different parameters of the optimizee.

Different behavior on each coordinate is achieved by using separate activations for each objective
function parameter. In addition to allowing us to use a small network for this optimizer, this setup has
the nice effect of making the optimizer invariant to the order of parameters in the network, since the
same update rule is used independently on each coordinate.
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Figure 3: One step of an LSTM optimizer. All
LSTMs have shared parameters, but separate hid-
den states.

We implement the update rule for each coordi-
nate using a two-layer Long Short Term Memory
(LSTM) network [Hochreiter and Schmidhuber,
1997], using the now-standard forget gate archi-
tecture. The network takes as input the opti-
mizee gradient for a single coordinate as well
as the previous hidden state and outputs the up-
date for the corresponding optimizee parameter.
We will refer to this architecture, illustrated in
Figure 3, as an LSTM optimizer.

The use of recurrence allows the LSTM to learn
dynamic update rules which integrate informa-
tion from the history of gradients, similar to
momentum. This is known to have many desir-
able properties in convex optimization [see e.g.
Nesterov, 1983] and in fact many recent learning procedures—such as ADAM—use momentum in
their updates.

Preprocessing and postprocessing Optimizer inputs and outputs can have very different magni-
tudes depending on the class of function being optimized, but neural networks usually work robustly
only for inputs and outputs which are neither very small nor very large. In practice rescaling inputs
and outputs of an LSTM optimizer using suitable constants (shared across all timesteps and functions
f ) is sufficient to avoid this problem. In Appendix A we propose a different method of preprocessing
inputs to the optimizer inputs which is more robust and gives slightly better performance.
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the missing steps of the training procedure (forwards) as
needed during the backward pass. However, this would re-
quire too much memory to be practical for large neural nets
trained for thousands of minibatches.

3. Experiments
In typical machine learning applications, only a few hyper-
parameters (less than 20) are optimized. Since each ex-
periment only yields a single number (the validation loss),
the search rapidly becomes more difficult as the dimen-
sion of the hyperparameter vector increases. In contrast,
when hypergradients are available, the amount of informa-
tion gained from each training run grows along with the
number of hyperparameters, allowing us to optimize thou-
sands of hyperparameters. How can we take advantage of
this new ability?

This section shows several proof-of-concept experiments in
which we can more richly parameterize training and regu-
larization schemes in ways that would have been previously
impractical to optimize.

3.1. Gradient-based optimization of gradient-based
optimization

Modern neural net training procedures often employ var-
ious heuristics to set learning rate schedules, or set their
shape using one or two hyperparameters set by cross-
validation (Dahl et al., 2014; Sutskever et al., 2013). These
schedule choices are supported by a mixture of intuition,
arguments about the shape of the objective function, and
empirical tuning.

To more directly shed light on good learning rate schedules,
we jointly optimized separate learning rates for every sin-

gle learning iteration of training of a deep neural network,
as well as separately for weights and biases in each layer.
Each meta-iteration trained a network for 100 iterations of
SGD, meaning that the learning rate schedules were spec-
ified by 800 hyperparameters (100 iterations ⇥ 4 layers ⇥
2 types of parameters). To avoid learning an optimization
schedule that depended on the quirks of a particular random
initialization, each evaluation of hypergradients used a dif-
ferent random seed. These random seeds were used both to
initialize network weights and to choose mini batches. The
network was trained on 10,000 examples of MNIST, and
had 4 layers, of sizes 784, 50, 50, and 50.

Because learning schedules can implicitly regularize net-
works (Erhan et al., 2010), for example by enforcing early
stopping, for this experiment we optimized the learning rate
schedules on the training error rather than on the validation
set error. Figure 2 shows the results of optimizing learning
rate schedules separately for each layer of a deep neural
network. When Bayesian optimization was used to choose
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Figure 2. A learning-rate training schedule for the weights in each
layer of a neural network, optimized by hypergradient descent.
The optimized schedule starts by taking large steps only in the
topmost layer, then takes larger steps in the first layer. All layers
take smaller step sizes in the last 10 iterations. Not shown are
the schedules for the biases or the momentum, which showed less
structure.

Elementary learning curves Meta-learning curve

Figure 3. Elementary and meta-learning curves. The meta-
learning curve shows the training loss at the end of each elemen-
tary iteration.

a fixed learning rate for all layers and iterations, it chose a
learning rate of 2.4.

Meta-optimization strategies We experimented with
several standard stochastic optimization methods for meta-
optimization, including SGD, RMSprop (Tieleman & Hin-
ton, 2012), and minibatch conjugate gradients. The results
in this section used Adam (Kingma & Ba, 2014), a variant
of RMSprop that includes momentum. We typically ran for
50 meta-iterations, and used a meta-step size of 0.04. Fig-
ure 3 shows the elementary and meta-learning curves that
generated the hyperparameters shown in Figure 2.

How smooth are hypergradients? To demonstrate that
the hypergradients are smooth with respect to time steps
in the training schedule, Figure 4 shows the hypergradient
with respect to the step size training schedule at the begin-
ning of training, averaged over 100 random seeds.

• Gradient-based hyperparameter optimization through reversible learning (2015) 
Dougal Maclaurin, David Duvenaud, and Ryan P Adams
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the section, we will focus on generating recurrent architectures, which is another key contribution
of our paper.

3.1 GENERATE MODEL DESCRIPTIONS WITH A CONTROLLER RECURRENT NEURAL
NETWORK

In Neural Architecture Search, we use a controller to generate architectural hyperparameters of
neural networks. To be flexible, the controller is implemented as a recurrent neural network. Let’s
suppose we would like to predict feedforward neural networks with only convolutional layers, we
can use the controller to generate their hyperparameters as a sequence of tokens:

Figure 2: How our controller recurrent neural network samples a simple convolutional network. It
predicts filter height, filter width, stride height, stride width, and number of filters for one layer and
repeats. Every prediction is carried out by a softmax classifier and then fed into the next time step
as input.

In our experiments, the process of generating an architecture stops if the number of layers exceeds
a certain value. This value follows a schedule where we increase it as training progresses. Once the
controller RNN finishes generating an architecture, a neural network with this architecture is built
and trained. At convergence, the accuracy of the network on a held-out validation set is recorded.
The parameters of the controller RNN, ✓c, are then optimized in order to maximize the expected
validation accuracy of the proposed architectures. In the next section, we will describe a policy
gradient method which we use to update parameters ✓c so that the controller RNN generates better
architectures over time.

3.2 TRAINING WITH REINFORCE

The list of tokens that the controller predicts can be viewed as a list of actions a1:T to design an
architecture for a child network. At convergence, this child network will achieve an accuracy R on
a held-out dataset. We can use this accuracy R as the reward signal and use reinforcement learning
to train the controller. More concretely, to find the optimal architecture, we ask our controller to
maximize its expected reward, represented by J(✓c):

J(✓c) = EP (a1:T ;✓c)[R]

Since the reward signal R is non-differentiable, we need to use a policy gradient method to iteratively
update ✓c. In this work, we use the REINFORCE rule from Williams (1992):

5✓cJ(✓c) =
TX

t=1

EP (a1:T ;✓c)

⇥
5✓c logP (at|a(t�1):1; ✓c)R

⇤

An empirical approximation of the above quantity is:

1

m

mX

k=1

TX

t=1

5✓c logP (at|a(t�1):1; ✓c)Rk

Where m is the number of different architectures that the controller samples in one batch and T is
the number of hyperparameters our controller has to predict to design a neural network architecture.

3
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META-LEARNING
• Learning algorithm A
‣ input: training set Dtrain={(xi,yi)}

‣ output: parameters 𝜽 model M (the learner)

‣ objective: good performance on test set Dtest={(x’i,y’i)}

• Meta-learning algorithm 
‣ input: meta-training set                       ={(Dtrain,Dtest)}n=1  of episodes

‣ output: parameters 𝝝 algorithm A (the meta-learner)

‣ objective: good performance on meta-test set                     ={(D’train,D’test)}n=1
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a good point to start training for the set of datasets being considered. This would provide the same
benefits as transfer learning, but with the guarantee that the initialization is an optimal starting point
for fine-tuning.

Previous work has suggested one manner in which to acquire quick knowledge from few examples,
through the idea of meta-learning (Thrun, 1998; Schmidhuber et al., 1997). Meta-learning suggests
framing the learning problem at two levels. The first is quick acquisition of knowledge within each
separate task presented. This process is guided by the second, which involves slower extraction of
information learned across all the tasks.

We present a method here that addresses the weakness of neutral networks trained with gradient-
based optimization on the few-shot learning problem by framing the problem within a meta-learning
setting. We propose an LSTM-based meta-learner optimizer that is trained to optimize a learner

neural network. The meta-learner captures both short-term knowledge within a task and long-term
knowledge common among all the tasks. By using an objective that directly captures an optimization
algorithm’s ability to have good generalization performance given only a set number of updates, the
model is trained to converge to a good solution quickly on each task. Additionally, the formulation
of our meta-learner model allows it to learn a task-common initialization for the learner, which
captures fundamental knowledge shared among all the tasks.

2 TASK DESCRIPTION

We first begin by detailing the meta-learning formulation we use. In the typical machine learning
setting, we are interested in a dataset D and usually split D so that we optimize parameters ✓ on a
training set Dtrain and evaluate its generalization on the test set Dtest. In meta-learning, however,
we are dealing with meta-sets D containing multiple regular datasets, where each D 2 D has a split
of Dtrain and Dtest.

We consider the k-shot, N -class classification task, where for each dataset D, the training set con-
sists of k labelled examples for each of N classes, meaning that Dtrain consists of k ·N examples,
and Dtest has a set number of examples for evaluation.

In meta-learning, we thus have different meta-sets for meta-training, meta-validation, and meta-
testing (Dmeta�train, Dmeta�validation, and Dmeta�test, respectively). On Dmeta�train, we are
interested in training a learning procedure (the meta-learning model) that can take as input one of
its training sets Dtrain and produce a model that achieves high average classification performance on
its corresponding test set Dtest. Using Dmeta�validation we can perform hyper-parameter selection
of the meta-learning model and evaluate its generalization performance on Dmeta�test.

For this formulation to correspond to the few-shot learning setting, each training set in datasets
D 2 D will contain few labeled examples (we consider k = 1 or k = 5), that must be used to
generalize to good performance on the corresponding test set.

3 MODEL

We now move to the description of our proposed model for meta-learning.

3.1 MODEL DESCRIPTION

Consider a single dataset D 2 Dmeta�train. Suppose we have a learner neural net model with
parameters ✓ that we want to train on Dtrain. The standard optimization algorithms used to train
deep neural networks are some variant of gradient descent, which uses updates of the form

✓t = ✓t�1 � ↵tr✓t�1Lt, (1)

where ✓t�1 are the parameters of the learner after t � 1 updates, ↵t is the learning rate at time t,
Lt is the loss optimized by the learner for its tth update, r✓t�1Lt is the gradient of that loss with
respect to parameters ✓t�1, and ✓t is the updated parameters of the learner.

2
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Figure 1: Computational graph for the forward pass of the meta-learner. The dashed line divides
examples from the training set Dtrain and test set Dtest. Each (Xi,Yi) is the ith batch from the
training set whereas (X,Y) is all the elements from the test set. The dashed arrows indicate that we
do not back-propagate through that step when training the meta-learner. We refer to the learner as
M , where M(X; ✓) is the output of learner M using parameters ✓ for inputs X. We also use rt as
a shorthand for r✓t�1Lt.

to have training conditions match those of test time. During evaluation of the meta-learning, for
each dataset D = (Dtrain, Dtest) 2 Dmeta�test, a good meta-learner model will, given a series of
learner gradients and losses on the training set Dtrain, suggest a series of updates for the learner
model that trains it towards good performance on the test set Dtest.

Thus to match test time, when considering each dataset D 2 Dmeta�train, the training objective we
use is the loss Ltest of the final learner model on D’s test set Dtest. While iterating over the examples
in D’s training set Dtrain, at each time step t the LSTM meta-learner receives (r✓t�1Lt,Lt) from
the learner and proposes the new set of parameters ✓t. The process repeats for T steps, after which
the learner and its final parameters are evaluated on the test set to produce the loss that is then used
to train the meta-learner. The training algorithm is described in Algorithm 1 and the corresponding
computational graph is shown in Figure 1.

3.3.1 GRADIENT INDEPENDENCE ASSUMPTION

Notice that our formulation would imply that the losses Lt and gradients r✓t�1Lt of the learner are
dependent on the parameters of the meta-learner. Gradients on the meta-learner’s parameters should
normally take this dependency into account. However, as discussed by Andrychowicz et al. (2016),
this complicates the computation of the meta-learner’s gradients. Thus, following Andrychowicz
et al. (2016), we make the simplifying assumption that these contributions to the gradients aren’t
important and can be ignored, which allows us to avoid taking second derivatives, a considerably
expensive operation. We were still able to train the meta-learner effectively in spite of this simplify-
ing assumption.

3.3.2 INITIALIZATION OF META-LEARNER LSTM

When training LSTMs, it is advised to initialize the LSTM with small random weights and to set the
forget gate bias to a large value so that the forget gate is initialized to be close to 1, thus enabling
gradient flow (Zaremba, 2015). In addition to the forget gate bias setting, we found that we needed
to initialize the input gate bias to be small so that the input gate value (and thus the learning rate)
used by the meta-learner LSTM starts out being small. With this combined initialization, the meta-
learner starts close to normal gradient descent with a small learning rate, which helps initial stability
of training.

4
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Figure 1: Example of meta-learning setup. The top represents the meta-training set Dmeta�train,
where inside each gray box is a separate dataset that consists of the training set Dtrain (left side of
dashed line) and the test set Dtest (right side of dashed line). In this illustration, we are considering
the 1-shot, 5-class classification task where for each dataset, we have one example from each of
5 classes (each given a label 1-5) in the training set and 2 examples for evaluation in the test set.
The meta-test set Dmeta�test is defined in the same way, but with a different set of datasets that
cover classes not present in any of the datasets in Dmeta�train (similarly, we additionally have a
meta-validation set that is used to determine hyper-parameters).

Our key observation that we leverage here is that this update resembles the update for the cell state
in an LSTM (Hochreiter & Schmidhuber, 1997)

ct = ft � ct�1 + it � c̃t, (2)

if ft = 1, ct�1 = ✓t�1, it = ↵t, and c̃t = �r✓t�1Lt.

Thus, we propose training a meta-learner LSTM to learn an update rule for training a neural net-
work. We set the cell state of the LSTM to be the parameters of the learner, or ct = ✓t, and the
candidate cell state c̃t = r✓t�1Lt, given how valuable information about the gradient is for opti-
mization. We define parametric forms for it and ft so that the meta-learner can determine optimal
values through the course of the updates.

Let us start with it, which corresponds to the learning rate for the updates. We let

it = �
�
WI ·

⇥
r✓t�1Lt,Lt, ✓t�1, it�1

⇤
+ bI

�
,

meaning that the learning rate is a function of the current parameter value ✓t�1, the current gradient
r✓t�1Lt, the current loss Lt, and the previous learning rate it�1. With this information, the meta-
learner should be able to finely control the learning rate so as to train the learner quickly while
avoiding divergence.

As for ft, it seems possible that the optimal choice isn’t the constant 1. Intuitively, what would
justify shrinking the parameters of the learner and forgetting part of its previous value would be
if the learner is currently in a bad local optima and needs a large change to escape. This would
correspond to a situation where the loss is high but the gradient is close to zero. Thus, one proposal
for the forget gate is to have it be a function of that information, as well as the previous value of the
forget gate:

ft = �
�
WF ·

⇥
r✓t�1Lt,Lt, ✓t�1, ft�1

⇤
+ bF

�
.

Additionally, notice that we can also learn the initial value of the cell state c0 for the LSTM, treating
it as a parameter of the meta-learner. This corresponds to the initial weights of the classifier (that
the meta-learner is training). Learning this initial value lets the meta-learner determine the optimal
initial weights of the learner so that training begins from a beneficial starting point that allows

3
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Figure 1: Example of meta-learning setup. The top represents the meta-training set Dmeta�train,
where inside each gray box is a separate dataset that consists of the training set Dtrain (left side of
dashed line) and the test set Dtest (right side of dashed line). In this illustration, we are considering
the 1-shot, 5-class classification task where for each dataset, we have one example from each of
5 classes (each given a label 1-5) in the training set and 2 examples for evaluation in the test set.
The meta-test set Dmeta�test is defined in the same way, but with a different set of datasets that
cover classes not present in any of the datasets in Dmeta�train (similarly, we additionally have a
meta-validation set that is used to determine hyper-parameters).

Our key observation that we leverage here is that this update resembles the update for the cell state
in an LSTM (Hochreiter & Schmidhuber, 1997)

ct = ft � ct�1 + it � c̃t, (2)

if ft = 1, ct�1 = ✓t�1, it = ↵t, and c̃t = �r✓t�1Lt.

Thus, we propose training a meta-learner LSTM to learn an update rule for training a neural net-
work. We set the cell state of the LSTM to be the parameters of the learner, or ct = ✓t, and the
candidate cell state c̃t = r✓t�1Lt, given how valuable information about the gradient is for opti-
mization. We define parametric forms for it and ft so that the meta-learner can determine optimal
values through the course of the updates.

Let us start with it, which corresponds to the learning rate for the updates. We let
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meaning that the learning rate is a function of the current parameter value ✓t�1, the current gradient
r✓t�1Lt, the current loss Lt, and the previous learning rate it�1. With this information, the meta-
learner should be able to finely control the learning rate so as to train the learner quickly while
avoiding divergence.

As for ft, it seems possible that the optimal choice isn’t the constant 1. Intuitively, what would
justify shrinking the parameters of the learner and forgetting part of its previous value would be
if the learner is currently in a bad local optima and needs a large change to escape. This would
correspond to a situation where the loss is high but the gradient is close to zero. Thus, one proposal
for the forget gate is to have it be a function of that information, as well as the previous value of the
forget gate:

ft = �
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WF ·
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r✓t�1Lt,Lt, ✓t�1, ft�1

⇤
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.

Additionally, notice that we can also learn the initial value of the cell state c0 for the LSTM, treating
it as a parameter of the meta-learner. This corresponds to the initial weights of the classifier (that
the meta-learner is training). Learning this initial value lets the meta-learner determine the optimal
initial weights of the learner so that training begins from a beneficial starting point that allows
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Figure 1: Example of meta-learning setup. The top represents the meta-training set Dmeta�train,
where inside each gray box is a separate dataset that consists of the training set Dtrain (left side of
dashed line) and the test set Dtest (right side of dashed line). In this illustration, we are considering
the 1-shot, 5-class classification task where for each dataset, we have one example from each of
5 classes (each given a label 1-5) in the training set and 2 examples for evaluation in the test set.
The meta-test set Dmeta�test is defined in the same way, but with a different set of datasets that
cover classes not present in any of the datasets in Dmeta�train (similarly, we additionally have a
meta-validation set that is used to determine hyper-parameters).

Our key observation that we leverage here is that this update resembles the update for the cell state
in an LSTM (Hochreiter & Schmidhuber, 1997)

ct = ft � ct�1 + it � c̃t, (2)

if ft = 1, ct�1 = ✓t�1, it = ↵t, and c̃t = �r✓t�1Lt.

Thus, we propose training a meta-learner LSTM to learn an update rule for training a neural net-
work. We set the cell state of the LSTM to be the parameters of the learner, or ct = ✓t, and the
candidate cell state c̃t = r✓t�1Lt, given how valuable information about the gradient is for opti-
mization. We define parametric forms for it and ft so that the meta-learner can determine optimal
values through the course of the updates.

Let us start with it, which corresponds to the learning rate for the updates. We let

it = �
�
WI ·

⇥
r✓t�1Lt,Lt, ✓t�1, it�1

⇤
+ bI

�
,

meaning that the learning rate is a function of the current parameter value ✓t�1, the current gradient
r✓t�1Lt, the current loss Lt, and the previous learning rate it�1. With this information, the meta-
learner should be able to finely control the learning rate so as to train the learner quickly while
avoiding divergence.

As for ft, it seems possible that the optimal choice isn’t the constant 1. Intuitively, what would
justify shrinking the parameters of the learner and forgetting part of its previous value would be
if the learner is currently in a bad local optima and needs a large change to escape. This would
correspond to a situation where the loss is high but the gradient is close to zero. Thus, one proposal
for the forget gate is to have it be a function of that information, as well as the previous value of the
forget gate:

ft = �
�
WF ·

⇥
r✓t�1Lt,Lt, ✓t�1, ft�1

⇤
+ bF

�
.

Additionally, notice that we can also learn the initial value of the cell state c0 for the LSTM, treating
it as a parameter of the meta-learner. This corresponds to the initial weights of the classifier (that
the meta-learner is training). Learning this initial value lets the meta-learner determine the optimal
initial weights of the learner so that training begins from a beneficial starting point that allows
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Figure 1: Example of meta-learning setup. The top represents the meta-training set Dmeta�train,
where inside each gray box is a separate dataset that consists of the training set Dtrain (left side of
dashed line) and the test set Dtest (right side of dashed line). In this illustration, we are considering
the 1-shot, 5-class classification task where for each dataset, we have one example from each of
5 classes (each given a label 1-5) in the training set and 2 examples for evaluation in the test set.
The meta-test set Dmeta�test is defined in the same way, but with a different set of datasets that
cover classes not present in any of the datasets in Dmeta�train (similarly, we additionally have a
meta-validation set that is used to determine hyper-parameters).

Our key observation that we leverage here is that this update resembles the update for the cell state
in an LSTM (Hochreiter & Schmidhuber, 1997)

ct = ft � ct�1 + it � c̃t, (2)

if ft = 1, ct�1 = ✓t�1, it = ↵t, and c̃t = �r✓t�1Lt.

Thus, we propose training a meta-learner LSTM to learn an update rule for training a neural net-
work. We set the cell state of the LSTM to be the parameters of the learner, or ct = ✓t, and the
candidate cell state c̃t = r✓t�1Lt, given how valuable information about the gradient is for opti-
mization. We define parametric forms for it and ft so that the meta-learner can determine optimal
values through the course of the updates.
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meaning that the learning rate is a function of the current parameter value ✓t�1, the current gradient
r✓t�1Lt, the current loss Lt, and the previous learning rate it�1. With this information, the meta-
learner should be able to finely control the learning rate so as to train the learner quickly while
avoiding divergence.

As for ft, it seems possible that the optimal choice isn’t the constant 1. Intuitively, what would
justify shrinking the parameters of the learner and forgetting part of its previous value would be
if the learner is currently in a bad local optima and needs a large change to escape. This would
correspond to a situation where the loss is high but the gradient is close to zero. Thus, one proposal
for the forget gate is to have it be a function of that information, as well as the previous value of the
forget gate:

ft = �
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Additionally, notice that we can also learn the initial value of the cell state c0 for the LSTM, treating
it as a parameter of the meta-learner. This corresponds to the initial weights of the classifier (that
the meta-learner is training). Learning this initial value lets the meta-learner determine the optimal
initial weights of the learner so that training begins from a beneficial starting point that allows
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Figure 1: Example of meta-learning setup. The top represents the meta-training set Dmeta�train,
where inside each gray box is a separate dataset that consists of the training set Dtrain (left side of
dashed line) and the test set Dtest (right side of dashed line). In this illustration, we are considering
the 1-shot, 5-class classification task where for each dataset, we have one example from each of
5 classes (each given a label 1-5) in the training set and 2 examples for evaluation in the test set.
The meta-test set Dmeta�test is defined in the same way, but with a different set of datasets that
cover classes not present in any of the datasets in Dmeta�train (similarly, we additionally have a
meta-validation set that is used to determine hyper-parameters).

Our key observation that we leverage here is that this update resembles the update for the cell state
in an LSTM (Hochreiter & Schmidhuber, 1997)

ct = ft � ct�1 + it � c̃t, (2)

if ft = 1, ct�1 = ✓t�1, it = ↵t, and c̃t = �r✓t�1Lt.

Thus, we propose training a meta-learner LSTM to learn an update rule for training a neural net-
work. We set the cell state of the LSTM to be the parameters of the learner, or ct = ✓t, and the
candidate cell state c̃t = r✓t�1Lt, given how valuable information about the gradient is for opti-
mization. We define parametric forms for it and ft so that the meta-learner can determine optimal
values through the course of the updates.

Let us start with it, which corresponds to the learning rate for the updates. We let

it = �
�
WI ·

⇥
r✓t�1Lt,Lt, ✓t�1, it�1

⇤
+ bI

�
,

meaning that the learning rate is a function of the current parameter value ✓t�1, the current gradient
r✓t�1Lt, the current loss Lt, and the previous learning rate it�1. With this information, the meta-
learner should be able to finely control the learning rate so as to train the learner quickly while
avoiding divergence.

As for ft, it seems possible that the optimal choice isn’t the constant 1. Intuitively, what would
justify shrinking the parameters of the learner and forgetting part of its previous value would be
if the learner is currently in a bad local optima and needs a large change to escape. This would
correspond to a situation where the loss is high but the gradient is close to zero. Thus, one proposal
for the forget gate is to have it be a function of that information, as well as the previous value of the
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Additionally, notice that we can also learn the initial value of the cell state c0 for the LSTM, treating
it as a parameter of the meta-learner. This corresponds to the initial weights of the classifier (that
the meta-learner is training). Learning this initial value lets the meta-learner determine the optimal
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the 1-shot, 5-class classification task where for each dataset, we have one example from each of
5 classes (each given a label 1-5) in the training set and 2 examples for evaluation in the test set.
The meta-test set Dmeta�test is defined in the same way, but with a different set of datasets that
cover classes not present in any of the datasets in Dmeta�train (similarly, we additionally have a
meta-validation set that is used to determine hyper-parameters).

Our key observation that we leverage here is that this update resembles the update for the cell state
in an LSTM (Hochreiter & Schmidhuber, 1997)

ct = ft � ct�1 + it � c̃t, (2)

if ft = 1, ct�1 = ✓t�1, it = ↵t, and c̃t = �r✓t�1Lt.

Thus, we propose training a meta-learner LSTM to learn an update rule for training a neural net-
work. We set the cell state of the LSTM to be the parameters of the learner, or ct = ✓t, and the
candidate cell state c̃t = r✓t�1Lt, given how valuable information about the gradient is for opti-
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r✓t�1Lt, the current loss Lt, and the previous learning rate it�1. With this information, the meta-
learner should be able to finely control the learning rate so as to train the learner quickly while
avoiding divergence.

As for ft, it seems possible that the optimal choice isn’t the constant 1. Intuitively, what would
justify shrinking the parameters of the learner and forgetting part of its previous value would be
if the learner is currently in a bad local optima and needs a large change to escape. This would
correspond to a situation where the loss is high but the gradient is close to zero. Thus, one proposal
for the forget gate is to have it be a function of that information, as well as the previous value of the
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r✓t�1Lt, the current loss Lt, and the previous learning rate it�1. With this information, the meta-
learner should be able to finely control the learning rate so as to train the learner quickly while
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As for ft, it seems possible that the optimal choice isn’t the constant 1. Intuitively, what would
justify shrinking the parameters of the learner and forgetting part of its previous value would be
if the learner is currently in a bad local optima and needs a large change to escape. This would
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The meta-test set Dmeta�test is defined in the same way, but with a different set of datasets that
cover classes not present in any of the datasets in Dmeta�train (similarly, we additionally have a
meta-validation set that is used to determine hyper-parameters).

Our key observation that we leverage here is that this update resembles the update for the cell state
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ct = ft � ct�1 + it � c̃t, (2)

if ft = 1, ct�1 = ✓t�1, it = ↵t, and c̃t = �r✓t�1Lt.
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values through the course of the updates.

Let us start with it, which corresponds to the learning rate for the updates. We let

it = �
�
WI ·

⇥
r✓t�1Lt,Lt, ✓t�1, it�1

⇤
+ bI

�
,

meaning that the learning rate is a function of the current parameter value ✓t�1, the current gradient
r✓t�1Lt, the current loss Lt, and the previous learning rate it�1. With this information, the meta-
learner should be able to finely control the learning rate so as to train the learner quickly while
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As for ft, it seems possible that the optimal choice isn’t the constant 1. Intuitively, what would
justify shrinking the parameters of the learner and forgetting part of its previous value would be
if the learner is currently in a bad local optima and needs a large change to escape. This would
correspond to a situation where the loss is high but the gradient is close to zero. Thus, one proposal
for the forget gate is to have it be a function of that information, as well as the previous value of the
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meaning that the learning rate is a function of the current parameter value ✓t�1, the current gradient
r✓t�1Lt, the current loss Lt, and the previous learning rate it�1. With this information, the meta-
learner should be able to finely control the learning rate so as to train the learner quickly while
avoiding divergence.

As for ft, it seems possible that the optimal choice isn’t the constant 1. Intuitively, what would
justify shrinking the parameters of the learner and forgetting part of its previous value would be
if the learner is currently in a bad local optima and needs a large change to escape. This would
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where inside each gray box is a separate dataset that consists of the training set Dtrain (left side of
dashed line) and the test set Dtest (right side of dashed line). In this illustration, we are considering
the 1-shot, 5-class classification task where for each dataset, we have one example from each of
5 classes (each given a label 1-5) in the training set and 2 examples for evaluation in the test set.
The meta-test set Dmeta�test is defined in the same way, but with a different set of datasets that
cover classes not present in any of the datasets in Dmeta�train (similarly, we additionally have a
meta-validation set that is used to determine hyper-parameters).

Our key observation that we leverage here is that this update resembles the update for the cell state
in an LSTM (Hochreiter & Schmidhuber, 1997)

ct = ft � ct�1 + it � c̃t, (2)

if ft = 1, ct�1 = ✓t�1, it = ↵t, and c̃t = �r✓t�1Lt.

Thus, we propose training a meta-learner LSTM to learn an update rule for training a neural net-
work. We set the cell state of the LSTM to be the parameters of the learner, or ct = ✓t, and the
candidate cell state c̃t = r✓t�1Lt, given how valuable information about the gradient is for opti-
mization. We define parametric forms for it and ft so that the meta-learner can determine optimal
values through the course of the updates.
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meaning that the learning rate is a function of the current parameter value ✓t�1, the current gradient
r✓t�1Lt, the current loss Lt, and the previous learning rate it�1. With this information, the meta-
learner should be able to finely control the learning rate so as to train the learner quickly while
avoiding divergence.

As for ft, it seems possible that the optimal choice isn’t the constant 1. Intuitively, what would
justify shrinking the parameters of the learner and forgetting part of its previous value would be
if the learner is currently in a bad local optima and needs a large change to escape. This would
correspond to a situation where the loss is high but the gradient is close to zero. Thus, one proposal
for the forget gate is to have it be a function of that information, as well as the previous value of the
forget gate:
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it as a parameter of the meta-learner. This corresponds to the initial weights of the classifier (that
the meta-learner is training). Learning this initial value lets the meta-learner determine the optimal
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where inside each gray box is a separate dataset that consists of the training set Dtrain (left side of
dashed line) and the test set Dtest (right side of dashed line). In this illustration, we are considering
the 1-shot, 5-class classification task where for each dataset, we have one example from each of
5 classes (each given a label 1-5) in the training set and 2 examples for evaluation in the test set.
The meta-test set Dmeta�test is defined in the same way, but with a different set of datasets that
cover classes not present in any of the datasets in Dmeta�train (similarly, we additionally have a
meta-validation set that is used to determine hyper-parameters).

Our key observation that we leverage here is that this update resembles the update for the cell state
in an LSTM (Hochreiter & Schmidhuber, 1997)

ct = ft � ct�1 + it � c̃t, (2)

if ft = 1, ct�1 = ✓t�1, it = ↵t, and c̃t = �r✓t�1Lt.

Thus, we propose training a meta-learner LSTM to learn an update rule for training a neural net-
work. We set the cell state of the LSTM to be the parameters of the learner, or ct = ✓t, and the
candidate cell state c̃t = r✓t�1Lt, given how valuable information about the gradient is for opti-
mization. We define parametric forms for it and ft so that the meta-learner can determine optimal
values through the course of the updates.

Let us start with it, which corresponds to the learning rate for the updates. We let
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meaning that the learning rate is a function of the current parameter value ✓t�1, the current gradient
r✓t�1Lt, the current loss Lt, and the previous learning rate it�1. With this information, the meta-
learner should be able to finely control the learning rate so as to train the learner quickly while
avoiding divergence.

As for ft, it seems possible that the optimal choice isn’t the constant 1. Intuitively, what would
justify shrinking the parameters of the learner and forgetting part of its previous value would be
if the learner is currently in a bad local optima and needs a large change to escape. This would
correspond to a situation where the loss is high but the gradient is close to zero. Thus, one proposal
for the forget gate is to have it be a function of that information, as well as the previous value of the
forget gate:
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Additionally, notice that we can also learn the initial value of the cell state c0 for the LSTM, treating
it as a parameter of the meta-learner. This corresponds to the initial weights of the classifier (that
the meta-learner is training). Learning this initial value lets the meta-learner determine the optimal
initial weights of the learner so that training begins from a beneficial starting point that allows

3

Learner (M)Meta-learner (A)

Loss

Dtrain Dtest

episode

=



META-LEARNING
 19

Under review as a conference paper at ICLR 2017

Figure 1: Example of meta-learning setup. The top represents the meta-training set Dmeta�train,
where inside each gray box is a separate dataset that consists of the training set Dtrain (left side of
dashed line) and the test set Dtest (right side of dashed line). In this illustration, we are considering
the 1-shot, 5-class classification task where for each dataset, we have one example from each of
5 classes (each given a label 1-5) in the training set and 2 examples for evaluation in the test set.
The meta-test set Dmeta�test is defined in the same way, but with a different set of datasets that
cover classes not present in any of the datasets in Dmeta�train (similarly, we additionally have a
meta-validation set that is used to determine hyper-parameters).

Our key observation that we leverage here is that this update resembles the update for the cell state
in an LSTM (Hochreiter & Schmidhuber, 1997)

ct = ft � ct�1 + it � c̃t, (2)

if ft = 1, ct�1 = ✓t�1, it = ↵t, and c̃t = �r✓t�1Lt.

Thus, we propose training a meta-learner LSTM to learn an update rule for training a neural net-
work. We set the cell state of the LSTM to be the parameters of the learner, or ct = ✓t, and the
candidate cell state c̃t = r✓t�1Lt, given how valuable information about the gradient is for opti-
mization. We define parametric forms for it and ft so that the meta-learner can determine optimal
values through the course of the updates.

Let us start with it, which corresponds to the learning rate for the updates. We let
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meaning that the learning rate is a function of the current parameter value ✓t�1, the current gradient
r✓t�1Lt, the current loss Lt, and the previous learning rate it�1. With this information, the meta-
learner should be able to finely control the learning rate so as to train the learner quickly while
avoiding divergence.

As for ft, it seems possible that the optimal choice isn’t the constant 1. Intuitively, what would
justify shrinking the parameters of the learner and forgetting part of its previous value would be
if the learner is currently in a bad local optima and needs a large change to escape. This would
correspond to a situation where the loss is high but the gradient is close to zero. Thus, one proposal
for the forget gate is to have it be a function of that information, as well as the previous value of the
forget gate:

ft = �
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Additionally, notice that we can also learn the initial value of the cell state c0 for the LSTM, treating
it as a parameter of the meta-learner. This corresponds to the initial weights of the classifier (that
the meta-learner is training). Learning this initial value lets the meta-learner determine the optimal
initial weights of the learner so that training begins from a beneficial starting point that allows
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The meta-test set Dmeta�test is defined in the same way, but with a different set of datasets that
cover classes not present in any of the datasets in Dmeta�train (similarly, we additionally have a
meta-validation set that is used to determine hyper-parameters).
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if ft = 1, ct�1 = ✓t�1, it = ↵t, and c̃t = �r✓t�1Lt.
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work. We set the cell state of the LSTM to be the parameters of the learner, or ct = ✓t, and the
candidate cell state c̃t = r✓t�1Lt, given how valuable information about the gradient is for opti-
mization. We define parametric forms for it and ft so that the meta-learner can determine optimal
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meaning that the learning rate is a function of the current parameter value ✓t�1, the current gradient
r✓t�1Lt, the current loss Lt, and the previous learning rate it�1. With this information, the meta-
learner should be able to finely control the learning rate so as to train the learner quickly while
avoiding divergence.

As for ft, it seems possible that the optimal choice isn’t the constant 1. Intuitively, what would
justify shrinking the parameters of the learner and forgetting part of its previous value would be
if the learner is currently in a bad local optima and needs a large change to escape. This would
correspond to a situation where the loss is high but the gradient is close to zero. Thus, one proposal
for the forget gate is to have it be a function of that information, as well as the previous value of the
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it as a parameter of the meta-learner. This corresponds to the initial weights of the classifier (that
the meta-learner is training). Learning this initial value lets the meta-learner determine the optimal
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3

Learner (M)Meta-learner (A)

Loss

Dtrain Dtest

episode

=



META-LEARNING
 19

Under review as a conference paper at ICLR 2017

Figure 1: Example of meta-learning setup. The top represents the meta-training set Dmeta�train,
where inside each gray box is a separate dataset that consists of the training set Dtrain (left side of
dashed line) and the test set Dtest (right side of dashed line). In this illustration, we are considering
the 1-shot, 5-class classification task where for each dataset, we have one example from each of
5 classes (each given a label 1-5) in the training set and 2 examples for evaluation in the test set.
The meta-test set Dmeta�test is defined in the same way, but with a different set of datasets that
cover classes not present in any of the datasets in Dmeta�train (similarly, we additionally have a
meta-validation set that is used to determine hyper-parameters).

Our key observation that we leverage here is that this update resembles the update for the cell state
in an LSTM (Hochreiter & Schmidhuber, 1997)

ct = ft � ct�1 + it � c̃t, (2)

if ft = 1, ct�1 = ✓t�1, it = ↵t, and c̃t = �r✓t�1Lt.

Thus, we propose training a meta-learner LSTM to learn an update rule for training a neural net-
work. We set the cell state of the LSTM to be the parameters of the learner, or ct = ✓t, and the
candidate cell state c̃t = r✓t�1Lt, given how valuable information about the gradient is for opti-
mization. We define parametric forms for it and ft so that the meta-learner can determine optimal
values through the course of the updates.

Let us start with it, which corresponds to the learning rate for the updates. We let
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meaning that the learning rate is a function of the current parameter value ✓t�1, the current gradient
r✓t�1Lt, the current loss Lt, and the previous learning rate it�1. With this information, the meta-
learner should be able to finely control the learning rate so as to train the learner quickly while
avoiding divergence.

As for ft, it seems possible that the optimal choice isn’t the constant 1. Intuitively, what would
justify shrinking the parameters of the learner and forgetting part of its previous value would be
if the learner is currently in a bad local optima and needs a large change to escape. This would
correspond to a situation where the loss is high but the gradient is close to zero. Thus, one proposal
for the forget gate is to have it be a function of that information, as well as the previous value of the
forget gate:
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Figure 1: Example of meta-learning setup. The top represents the meta-training set Dmeta�train,
where inside each gray box is a separate dataset that consists of the training set Dtrain (left side of
dashed line) and the test set Dtest (right side of dashed line). In this illustration, we are considering
the 1-shot, 5-class classification task where for each dataset, we have one example from each of
5 classes (each given a label 1-5) in the training set and 2 examples for evaluation in the test set.
The meta-test set Dmeta�test is defined in the same way, but with a different set of datasets that
cover classes not present in any of the datasets in Dmeta�train (similarly, we additionally have a
meta-validation set that is used to determine hyper-parameters).
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candidate cell state c̃t = r✓t�1Lt, given how valuable information about the gradient is for opti-
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values through the course of the updates.
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�
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⇥
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⇤
+ bI

�
,

meaning that the learning rate is a function of the current parameter value ✓t�1, the current gradient
r✓t�1Lt, the current loss Lt, and the previous learning rate it�1. With this information, the meta-
learner should be able to finely control the learning rate so as to train the learner quickly while
avoiding divergence.

As for ft, it seems possible that the optimal choice isn’t the constant 1. Intuitively, what would
justify shrinking the parameters of the learner and forgetting part of its previous value would be
if the learner is currently in a bad local optima and needs a large change to escape. This would
correspond to a situation where the loss is high but the gradient is close to zero. Thus, one proposal
for the forget gate is to have it be a function of that information, as well as the previous value of the
forget gate:
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⇤
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�
.

Additionally, notice that we can also learn the initial value of the cell state c0 for the LSTM, treating
it as a parameter of the meta-learner. This corresponds to the initial weights of the classifier (that
the meta-learner is training). Learning this initial value lets the meta-learner determine the optimal
initial weights of the learner so that training begins from a beneficial starting point that allows
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• Assuming a probabilistic model M over labels, the cost per episode can become

• Depending on the choice of meta-learner,                         will take a different 
form

p⇥(y|x, Dtrain)

C(⇥;Dtrain, Dtest) =
1

|Dtest|
X

(x0
i,y

0
i)

2Dtest

� log p⇥(y
0
i|x0

i, Dtrain)



CHOOSING A META-LEARNER
• How to parametrize learning algorithms?

• Two approaches to defining a meta-learner
‣ Take inspiration from a known learning algorithm

- kNN/kernel machine: Matching networks (Vinyals et al. 2016)
- Gaussian classifier : Prototypical Networks (Snell et al. 2017)
- Gradient Descent: Meta-Learner LSTM (Ravi & Larochelle, 2017) , MAML (Finn et al. 2017)

‣ Derive it from a black box neural network
- MANN (Santoro et al. 2016)
- SNAIL (Mishra et al. 2018)
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MATCHING NETWORKS
• Training a “pattern matcher”

 24

Figure 1: Matching Networks architecture

train it by showing only a few examples per class, switching the task from minibatch to minibatch,
much like how it will be tested when presented with a few examples of a new task.

Besides our contributions in defining a model and training criterion amenable for one-shot learning,
we contribute by the definition of tasks that can be used to benchmark other approaches on both
ImageNet and small scale language modeling. We hope that our results will encourage others to work
on this challenging problem.

We organized the paper by first defining and explaining our model whilst linking its several compo-
nents to related work. Then in the following section we briefly elaborate on some of the related work
to the task and our model. In Section 4 we describe both our general setup and the experiments we
performed, demonstrating strong results on one-shot learning on a variety of tasks and setups.

2 Model

Our non-parametric approach to solving one-shot learning is based on two components which we
describe in the following subsections. First, our model architecture follows recent advances in neural
networks augmented with memory (as discussed in Section 3). Given a (small) support set S, our
model defines a function cS (or classifier) for each S, i.e. a mapping S ! cS(.). Second, we employ
a training strategy which is tailored for one-shot learning from the support set S.

2.1 Model Architecture

In recent years, many groups have investigated ways to augment neural network architectures with
external memories and other components that make them more “computer-like”. We draw inspiration
from models such as sequence to sequence (seq2seq) with attention [2], memory networks [29] and
pointer networks [27].

In all these models, a neural attention mechanism, often fully differentiable, is defined to access (or
read) a memory matrix which stores useful information to solve the task at hand. Typical uses of
this include machine translation, speech recognition, or question answering. More generally, these
architectures model P (B|A) where A and/or B can be a sequence (like in seq2seq models), or, more
interestingly for us, a set [26].

Our contribution is to cast the problem of one-shot learning within the set-to-set framework [26].
The key point is that when trained, Matching Networks are able to produce sensible test labels for
unobserved classes without any changes to the network. More precisely, we wish to map from a
(small) support set of k examples of image-label pairs S = {(xi, yi)}ki=1 to a classifier cS(x̂) which,
given a test example x̂, defines a probability distribution over outputs ŷ. We define the mapping
S ! cS(x̂) to be P (ŷ|x̂, S) where P is parameterised by a neural network. Thus, when given a
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new support set of examples S0 from which to one-shot learn, we simply use the parametric neural
network defined by P to make predictions about the appropriate label ŷ for each test example x̂:
P (ŷ|x̂, S0). In general, our predicted output class for a given input unseen example x̂ and a support
set S becomes argmaxy P (y|x̂, S).
Our model in its simplest form computes ŷ as follows:

ŷ =
kX

i=1

a(x̂, xi)yi (1)

where xi, yi are the samples and labels from the support set S = {(xi, yi)}ki=1, and a is an attention
mechanism which we discuss below. Note that eq. 1 essentially describes the output for a new class as
a linear combination of the labels in the support set. Where the attention mechanism a is a kernel on
X ⇥X , then (1) is akin to a kernel density estimator. Where the attention mechanism is zero for the
b furthest xi from x̂ according to some distance metric and an appropriate constant otherwise, then
(1) is equivalent to ‘k � b’-nearest neighbours (although this requires an extension to the attention
mechanism that we describe in Section 2.1.2). Thus (1) subsumes both KDE and kNN methods.
Another view of (1) is where a acts as an attention mechanism and the yi act as memories bound to
the corresponding xi. In this case we can understand this as a particular kind of associative memory
where, given an input, we “point” to the corresponding example in the support set, retrieving its label.
However, unlike other attentional memory mechanisms [2], (1) is non-parametric in nature: as the
support set size grows, so does the memory used. Hence the functional form defined by the classifier
cS(x̂) is very flexible and can adapt easily to any new support set.

2.1.1 The Attention Kernel

Equation 1 relies on choosing a(., .), the attention mechanism, which fully specifies the classi-
fier. The simplest form that this takes (and which has very tight relationships with common
attention models and kernel functions) is to use the softmax over the cosine distance c, i.e.,
a(x̂, xi) = ec(f(x̂),g(xi))/

Pk
j=1 e

c(f(x̂),g(xj)) with embedding functions f and g being appropri-
ate neural networks (potentially with f = g) to embed x̂ and xi. In our experiments we shall see
examples where f and g are parameterised variously as deep convolutional networks for image
tasks (as in VGG[22] or Inception[24]) or a simple form word embedding for language tasks (see
Section 4).

We note that, though related to metric learning, the classifier defined by Equation 1 is discriminative.
For a given support set S and sample to classify x̂, it is enough for x̂ to be sufficiently aligned with
pairs (x0, y0) 2 S such that y0 = y and misaligned with the rest. This kind of loss is also related to
methods such as Neighborhood Component Analysis (NCA) [18], triplet loss [9] or large margin
nearest neighbor [28].

However, the objective that we are trying to optimize is precisely aligned with multi-way, one-shot
classification, and thus we expect it to perform better than its counterparts. Additionally, the loss is
simple and differentiable so that one can find the optimal parameters in an “end-to-end” fashion.

2.1.2 Full Context Embeddings

The main novelty of our model lies in reinterpreting a well studied framework (neural networks with
external memories) to do one-shot learning. Closely related to metric learning, the embedding func-
tions f and g act as a lift to feature space X to achieve maximum accuracy through the classification
function described in eq. 1.

Despite the fact that the classification strategy is fully conditioned on the whole support set through
P (.|x̂, S), the embeddings on which we apply the cosine similarity to “attend”, “point” or simply
compute the nearest neighbor are myopic in the sense that each element xi gets embedded by g(xi)
independently of other elements in the support set S. Furthermore, S should be able to modify how
we embed the test image x̂ through f .

We propose embedding the elements of the set through a function which takes as input the full set
S in addition to xi, i.e. g becomes g(xi, S). Thus, as a function of the whole support set S, g can
modify how to embed xi. This could be useful when some element xj is very close to xi, in which

3

new support set of examples S0 from which to one-shot learn, we simply use the parametric neural
network defined by P to make predictions about the appropriate label ŷ for each test example x̂:
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PROTOTYPICAL NETWORKS
• Training a “prototype extractor”
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Figure 1: Prototypical networks in the few-shot and zero-shot scenarios. Left: Few-shot prototypes
ck are computed as the mean of embedded support examples for each class. Right: Zero-shot
prototypes ck are produced by embedding class meta-data vk. In either case, embedded query points
are classified via a softmax over distances to class prototypes: p�(y = k|x) / exp(�d(f�(x), ck)).

Classification is performed, as in the few-shot scenario, by finding the nearest class prototype for an
embedded query point.

In this paper, we formulate prototypical networks for both the few-shot and zero-shot settings. We
draw connections to matching networks in the one-shot setting, and analyze the underlying distance
function used in the model. In particular, we relate prototypical networks to clustering [4] in order to
justify the use of class means as prototypes when distances are computed with a Bregman divergence,
such as squared Euclidean distance. We find empirically that the choice of distance is vital, as
Euclidean distance greatly outperforms the more commonly used cosine similarity. On several
benchmark tasks, we achieve state-of-the-art performance. Prototypical networks are simpler and
more efficient than recent meta-learning algorithms, making them an appealing approach to few-shot
and zero-shot learning.

2 Prototypical Networks

2.1 Notation

In few-shot classification we are given a small support set of N labeled examples S =
{(x1, y1), . . . , (xN , yN )} where each xi 2 RD is the D-dimensional feature vector of an example
and yi 2 {1, . . . ,K} is the corresponding label. Sk denotes the set of examples labeled with class k.

2.2 Model

Prototypical networks compute an M -dimensional representation ck 2 RM , or prototype, of each
class through an embedding function f� : RD ! RM with learnable parameters �. Each prototype
is the mean vector of the embedded support points belonging to its class:

ck =
1

|Sk|
X

(xi,yi)2Sk

f�(xi) (1)

Given a distance function d : RM ⇥ RM ! [0,+1), prototypical networks produce a distribution
over classes for a query point x based on a softmax over distances to the prototypes in the embedding
space:

p�(y = k |x) = exp(�d(f�(x), ck))P
k0 exp(�d(f�(x), ck0))

(2)

Learning proceeds by minimizing the negative log-probability J(�) = � log p�(y = k |x) of the
true class k via SGD. Training episodes are formed by randomly selecting a subset of classes from
the training set, then choosing a subset of examples within each class to act as the support set and a
subset of the remainder to serve as query points. Pseudocode to compute the loss J(�) for a training
episode is provided in Algorithm 1.
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follow the same approach to tackle zero-shot learning; here each class comes with meta-data giving
a high-level description of the class rather than a small number of labeled examples. We therefore
learn an embedding of the meta-data into a shared space to serve as the prototype for each class.
Classification is performed, as in the few-shot scenario, by finding the nearest class prototype for an
embedded query point.

In this paper, we formulate Prototypical Networks for both the few-shot and zero-shot settings.
We draw connections to Matching Networks in the one-shot setting, and analyze the underlying
distance function used in the model. In particular, we relate Prototypical Networks to clustering [4]
in order to justify the use of class means as prototypes when distances are computed with a Bregman
divergence, such as squared Euclidean distance. We find empirically that the choice of distance
is vital, as Euclidean distance greatly outperforms the more commonly used cosine similarity. On
several benchmark tasks, we achieve state-of-the-art performance. Prototypical Networks are simpler
and more efficient than recent meta-learning algorithms, making them an appealing approach to
few-shot and zero-shot learning.

2 Prototypical Networks

2.1 Notation

In few-shot classification we are given a small support set of N labeled examples S =
{(x1, y1), . . . , (xN , yN )} where each xi 2 RD is the D-dimensional feature vector of an example
and yi 2 {1, . . . ,K} is the corresponding label. Sk denotes the set of examples labeled with class k.

2.2 Model

Prototypical Networks compute an M -dimensional representation ck 2 RM , or prototype, of each
class through an embedding function f� : RD ! RM with learnable parameters �. Each prototype
is the mean vector of the embedded support points belonging to its class:
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f�(xi) (1)

Given a distance function d : RM ⇥ RM ! [0,+1), Prototypical Networks produce a distribution
over classes for a query point x based on a softmax over distances to the prototypes in the embedding
space:

p�(y = k |x) = exp(�d(f�(x), ck))P
k0 exp(�d(f�(x), ck0))

(2)

Learning proceeds by minimizing the negative log-probability J(�) = � log p�(y = k |x) of the
true class k via SGD. Training episodes are formed by randomly selecting a subset of classes from
the training set, then choosing a subset of examples within each class to act as the support set and a
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follow the same approach to tackle zero-shot learning; here each class comes with meta-data giving
a high-level description of the class rather than a small number of labeled examples. We therefore
learn an embedding of the meta-data into a shared space to serve as the prototype for each class.
Classification is performed, as in the few-shot scenario, by finding the nearest class prototype for an
embedded query point.

In this paper, we formulate Prototypical Networks for both the few-shot and zero-shot settings.
We draw connections to Matching Networks in the one-shot setting, and analyze the underlying
distance function used in the model. In particular, we relate Prototypical Networks to clustering [4]
in order to justify the use of class means as prototypes when distances are computed with a Bregman
divergence, such as squared Euclidean distance. We find empirically that the choice of distance
is vital, as Euclidean distance greatly outperforms the more commonly used cosine similarity. On
several benchmark tasks, we achieve state-of-the-art performance. Prototypical Networks are simpler
and more efficient than recent meta-learning algorithms, making them an appealing approach to
few-shot and zero-shot learning.

2 Prototypical Networks

2.1 Notation

In few-shot classification we are given a small support set of N labeled examples S =
{(x1, y1), . . . , (xN , yN )} where each xi 2 RD is the D-dimensional feature vector of an example
and yi 2 {1, . . . ,K} is the corresponding label. Sk denotes the set of examples labeled with class k.

2.2 Model

Prototypical Networks compute an M -dimensional representation ck 2 RM , or prototype, of each
class through an embedding function f� : RD ! RM with learnable parameters �. Each prototype
is the mean vector of the embedded support points belonging to its class:

ck =
1

|Sk|
X

(xi,yi)2Sk

f�(xi) (1)

Given a distance function d : RM ⇥ RM ! [0,+1), Prototypical Networks produce a distribution
over classes for a query point x based on a softmax over distances to the prototypes in the embedding
space:

p�(y = k |x) = exp(�d(f�(x), ck))P
k0 exp(�d(f�(x), ck0))

(2)

Learning proceeds by minimizing the negative log-probability J(�) = � log p�(y = k |x) of the
true class k via SGD. Training episodes are formed by randomly selecting a subset of classes from
the training set, then choosing a subset of examples within each class to act as the support set and a
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Sk = {(xi, yi)|yi = k, (xi, yi) 2 Dtrain}

• Prototypical Networks for Few-shot Learning (2017) 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PROTOTYPICAL NETWORKS
• Training a “prototype extractor”
‣ distance function             can be anything (euclidean squared, negative cosine)

‣ if distance is euclidean squared, equivalent to learning an  
embedding network          such that a Gaussian classifier  
works well

‣ prototype vectors are equivalent to output weights of 
a neural network

‣ Snell et al. find that using more classes in the meta-training 
episodes compared to meta-testing works better
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draw connections to matching networks in the one-shot setting, and analyze the underlying distance
function used in the model. In particular, we relate prototypical networks to clustering [4] in order to
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META-LEARNER LSTM
• Training a “gradient descent procedure” applied on some learner M 
‣ gradient descent starts from some initial parameters      and then performs the following updates:

‣ this is quite similar to LSTM cell state updates: 
 

- state ct is model M’s parameter space     

- state update ct is the negative gradient

- ft and it are LSTM gates:
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a good point to start training for the set of datasets being considered. This would provide the same
benefits as transfer learning, but with the guarantee that the initialization is an optimal starting point
for fine-tuning.

Previous work has suggested one manner in which to acquire quick knowledge from few examples,
through the idea of meta-learning (Thrun, 1998; Schmidhuber et al., 1997). Meta-learning suggests
framing the learning problem at two levels. The first is quick acquisition of knowledge within each
separate task presented. This process is guided by the second, which involves slower extraction of
information learned across all the tasks.

We present a method here that addresses the weakness of neutral networks trained with gradient-
based optimization on the few-shot learning problem by framing the problem within a meta-learning
setting. We propose an LSTM-based meta-learner optimizer that is trained to optimize a learner

neural network. The meta-learner captures both short-term knowledge within a task and long-term
knowledge common among all the tasks. By using an objective that directly captures an optimization
algorithm’s ability to have good generalization performance given only a set number of updates, the
model is trained to converge to a good solution quickly on each task. Additionally, the formulation
of our meta-learner model allows it to learn a task-common initialization for the learner, which
captures fundamental knowledge shared among all the tasks.

2 TASK DESCRIPTION

We first begin by detailing the meta-learning formulation we use. In the typical machine learning
setting, we are interested in a dataset D and usually split D so that we optimize parameters ✓ on a
training set Dtrain and evaluate its generalization on the test set Dtest. In meta-learning, however,
we are dealing with meta-sets D containing multiple regular datasets, where each D 2 D has a split
of Dtrain and Dtest.

We consider the k-shot, N -class classification task, where for each dataset D, the training set con-
sists of k labelled examples for each of N classes, meaning that Dtrain consists of k ·N examples,
and Dtest has a set number of examples for evaluation.

In meta-learning, we thus have different meta-sets for meta-training, meta-validation, and meta-
testing (Dmeta�train, Dmeta�validation, and Dmeta�test, respectively). On Dmeta�train, we are
interested in training a learning procedure (the meta-learning model) that can take as input one of
its training sets Dtrain and produce a model that achieves high average classification performance on
its corresponding test set Dtest. Using Dmeta�validation we can perform hyper-parameter selection
of the meta-learning model and evaluate its generalization performance on Dmeta�test.

For this formulation to correspond to the few-shot learning setting, each training set in datasets
D 2 D will contain few labeled examples (we consider k = 1 or k = 5), that must be used to
generalize to good performance on the corresponding test set.

3 MODEL

We now move to the description of our proposed model for meta-learning.

3.1 MODEL DESCRIPTION

Consider a single dataset D 2 Dmeta�train. Suppose we have a learner neural net model with
parameters ✓ that we want to train on Dtrain. The standard optimization algorithms used to train
deep neural networks are some variant of gradient descent, which uses updates of the form

✓t = ✓t�1 � ↵tr✓t�1Lt, (1)

where ✓t�1 are the parameters of the learner after t � 1 updates, ↵t is the learning rate at time t,
Lt is the loss optimized by the learner for its tth update, r✓t�1Lt is the gradient of that loss with
respect to parameters ✓t�1, and ✓t is the updated parameters of the learner.
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Our key observation that we leverage here is that this update resembles the update for the cell state
in an LSTM

ct = ft � ct�1 + it � c̃t, (2)
if ft = 1, ct�1 = ✓t�1, it = �↵t, and c̃t = r✓t�1Lt.

Thus, we propose training a meta-learner LSTM to learn an update rule for training a neural net-
work. We set the cell state of the LSTM to be the parameters of the learner, or ct = ✓t, and the
candidate cell state c̃t = r✓t�1Lt, given how valuable information about the gradient is for opti-
mization. We define parametric forms for it and ft so that the meta-learner can determine optimal
values through the course of the updates.

Let us start with it, which corresponds to the learning rate for the updates. We let

it = �
�
WI ·

⇥
r✓t�1Lt,Lt, ✓t�1, it�1

⇤
+ bI

�
,

meaning that the learning rate is a function of the current parameter value ✓t, the current gradient
r✓tLt, the current loss Lt, and the previous learning rate it�1. With this information, the meta-
learner should be able to finely control the learning rate so as to train the learner quickly while
avoiding divergence.

As for ft, it seems possible that the optimal choice isn’t the constant 1. Intuitively, what would
justify shrinking the parameters of the learner and forgetting part of its previous value would be
if the learner is currently in a bad local optima and needs a large change to escape. This would
correspond to a situation where the loss is high but the gradient is close to zero. Thus, one proposal
for the forget gate is to have it be a function of that information, as well as the previous value of the
forget gate:

ft = �
�
WF ·

⇥
r✓t�1Lt,Lt, ✓t�1, ft�1

⇤
+ bF

�
.

Additionally, notice that we can also learn the initial value of the cell state c0 for the LSTM, treating
it as a parameter of the meta-learning. This corresponds to the initial weights of the learner model
(that the meta-learner is training). Learning this initial value allows the meta-learner to determine
the optimal initial weights of the learner so that training begins from a beneficial starting point, that
allows optimization to proceed rapidly.

3.2 PARAMETER SHARING & PREPROCESSING

Because we want our meta-learner to produce updates for deep neural networks, which consist
of tens of thousands of parameters, to prevent an explosion of meta-learner parameters we need to
employ some sort of parameter sharing. Thus as in Andrychowicz et al. (2016), we share parameters
across the coordinates of the learner gradient. This means each coordinate has it own hidden and
cell state values but the LSTM parameters are the same across all coordinates. This allows us to
use a compact LSTM model and additionally has the nice property that the same update rule is used
for each coordinate, but one that is dependent on the respective history of each coordinate during
optimization. We can easily implement parameter sharing by having the input be a batch of gradient
coordinates and loss inputs (r✓t,iLt,Lt) for each dimension i.

Because the different coordinates of the gradients and the losses can be of very different magnitudes,
we need to be careful in normalizing the values so that the meta-learner is able to use them properly
during training. Thus, we also found that the preprocessing method of Andrychowicz et al. (2016)
worked well when applied to both the dimensions of the gradients and the losses at each time step:

x !
(⇣

log(|x|)
p , sgn(x)

⌘
if |x| � e�p

(�1, epx) otherwise

This preprocessing adjusts the scaling of gradients and losses, while also separating the information
about their magnitude and their sign (the later being mostly useful for gradients). We found that the
suggested value of p = 10 in the above formula worked well in our experiments.

3.3 TRAINING

The question now is how do we train the LSTM meta-learner model to be effective at few-shot
learning tasks? As observed in Vinyals et al. (2016), in order to perform well at this task, it is key
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a good point to start training for the set of datasets being considered. This would provide the same
benefits as transfer learning, but with the guarantee that the initialization is an optimal starting point
for fine-tuning.

Previous work has suggested one manner in which to acquire quick knowledge from few examples,
through the idea of meta-learning (Thrun, 1998; Schmidhuber et al., 1997). Meta-learning suggests
framing the learning problem at two levels. The first is quick acquisition of knowledge within each
separate task presented. This process is guided by the second, which involves slower extraction of
information learned across all the tasks.

We present a method here that addresses the weakness of neutral networks trained with gradient-
based optimization on the few-shot learning problem by framing the problem within a meta-learning
setting. We propose an LSTM-based meta-learner optimizer that is trained to optimize a learner

neural network. The meta-learner captures both short-term knowledge within a task and long-term
knowledge common among all the tasks. By using an objective that directly captures an optimization
algorithm’s ability to have good generalization performance given only a set number of updates, the
model is trained to converge to a good solution quickly on each task. Additionally, the formulation
of our meta-learner model allows it to learn a task-common initialization for the learner, which
captures fundamental knowledge shared among all the tasks.

2 TASK DESCRIPTION

We first begin by detailing the meta-learning formulation we use. In the typical machine learning
setting, we are interested in a dataset D and usually split D so that we optimize parameters ✓ on a
training set Dtrain and evaluate its generalization on the test set Dtest. In meta-learning, however,
we are dealing with meta-sets D containing multiple regular datasets, where each D 2 D has a split
of Dtrain and Dtest.

We consider the k-shot, N -class classification task, where for each dataset D, the training set con-
sists of k labelled examples for each of N classes, meaning that Dtrain consists of k ·N examples,
and Dtest has a set number of examples for evaluation.

In meta-learning, we thus have different meta-sets for meta-training, meta-validation, and meta-
testing (Dmeta�train, Dmeta�validation, and Dmeta�test, respectively). On Dmeta�train, we are
interested in training a learning procedure (the meta-learning model) that can take as input one of
its training sets Dtrain and produce a model that achieves high average classification performance on
its corresponding test set Dtest. Using Dmeta�validation we can perform hyper-parameter selection
of the meta-learning model and evaluate its generalization performance on Dmeta�test.

For this formulation to correspond to the few-shot learning setting, each training set in datasets
D 2 D will contain few labeled examples (we consider k = 1 or k = 5), that must be used to
generalize to good performance on the corresponding test set.

3 MODEL

We now move to the description of our proposed model for meta-learning.

3.1 MODEL DESCRIPTION

Consider a single dataset D 2 Dmeta�train. Suppose we have a learner neural net model with
parameters ✓ that we want to train on Dtrain. The standard optimization algorithms used to train
deep neural networks are some variant of gradient descent, which uses updates of the form

✓t = ✓t�1 � ↵tr✓t�1Lt, (1)

where ✓t�1 are the parameters of the learner after t � 1 updates, ↵t is the learning rate at time t,
Lt is the loss optimized by the learner for its tth update, r✓t�1Lt is the gradient of that loss with
respect to parameters ✓t�1, and ✓t is the updated parameters of the learner.
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Our key observation that we leverage here is that this update resembles the update for the cell state
in an LSTM

ct = ft � ct�1 + it � c̃t, (2)
if ft = 1, ct�1 = ✓t�1, it = �↵t, and c̃t = r✓t�1Lt.

Thus, we propose training a meta-learner LSTM to learn an update rule for training a neural net-
work. We set the cell state of the LSTM to be the parameters of the learner, or ct = ✓t, and the
candidate cell state c̃t = r✓t�1Lt, given how valuable information about the gradient is for opti-
mization. We define parametric forms for it and ft so that the meta-learner can determine optimal
values through the course of the updates.

Let us start with it, which corresponds to the learning rate for the updates. We let

it = �
�
WI ·

⇥
r✓t�1Lt,Lt, ✓t�1, it�1

⇤
+ bI

�
,

meaning that the learning rate is a function of the current parameter value ✓t, the current gradient
r✓tLt, the current loss Lt, and the previous learning rate it�1. With this information, the meta-
learner should be able to finely control the learning rate so as to train the learner quickly while
avoiding divergence.

As for ft, it seems possible that the optimal choice isn’t the constant 1. Intuitively, what would
justify shrinking the parameters of the learner and forgetting part of its previous value would be
if the learner is currently in a bad local optima and needs a large change to escape. This would
correspond to a situation where the loss is high but the gradient is close to zero. Thus, one proposal
for the forget gate is to have it be a function of that information, as well as the previous value of the
forget gate:

ft = �
�
WF ·

⇥
r✓t�1Lt,Lt, ✓t�1, ft�1

⇤
+ bF

�
.

Additionally, notice that we can also learn the initial value of the cell state c0 for the LSTM, treating
it as a parameter of the meta-learning. This corresponds to the initial weights of the learner model
(that the meta-learner is training). Learning this initial value allows the meta-learner to determine
the optimal initial weights of the learner so that training begins from a beneficial starting point, that
allows optimization to proceed rapidly.

3.2 PARAMETER SHARING & PREPROCESSING

Because we want our meta-learner to produce updates for deep neural networks, which consist
of tens of thousands of parameters, to prevent an explosion of meta-learner parameters we need to
employ some sort of parameter sharing. Thus as in Andrychowicz et al. (2016), we share parameters
across the coordinates of the learner gradient. This means each coordinate has it own hidden and
cell state values but the LSTM parameters are the same across all coordinates. This allows us to
use a compact LSTM model and additionally has the nice property that the same update rule is used
for each coordinate, but one that is dependent on the respective history of each coordinate during
optimization. We can easily implement parameter sharing by having the input be a batch of gradient
coordinates and loss inputs (r✓t,iLt,Lt) for each dimension i.

Because the different coordinates of the gradients and the losses can be of very different magnitudes,
we need to be careful in normalizing the values so that the meta-learner is able to use them properly
during training. Thus, we also found that the preprocessing method of Andrychowicz et al. (2016)
worked well when applied to both the dimensions of the gradients and the losses at each time step:

x !
(⇣

log(|x|)
p , sgn(x)

⌘
if |x| � e�p

(�1, epx) otherwise

This preprocessing adjusts the scaling of gradients and losses, while also separating the information
about their magnitude and their sign (the later being mostly useful for gradients). We found that the
suggested value of p = 10 in the above formula worked well in our experiments.

3.3 TRAINING

The question now is how do we train the LSTM meta-learner model to be effective at few-shot
learning tasks? As observed in Vinyals et al. (2016), in order to perform well at this task, it is key
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Additionally, notice that we can also learn the initial value of the cell state c0 for the LSTM, treating
it as a parameter of the meta-learning. This corresponds to the initial weights of the learner model
(that the meta-learner is training). Learning this initial value allows the meta-learner to determine
the optimal initial weights of the learner so that training begins from a beneficial starting point, that
allows optimization to proceed rapidly.

3.2 PARAMETER SHARING & PREPROCESSING

Because we want our meta-learner to produce updates for deep neural networks, which consist
of tens of thousands of parameters, to prevent an explosion of meta-learner parameters we need to
employ some sort of parameter sharing. Thus as in Andrychowicz et al. (2016), we share parameters
across the coordinates of the learner gradient. This means each coordinate has it own hidden and
cell state values but the LSTM parameters are the same across all coordinates. This allows us to
use a compact LSTM model and additionally has the nice property that the same update rule is used
for each coordinate, but one that is dependent on the respective history of each coordinate during
optimization. We can easily implement parameter sharing by having the input be a batch of gradient
coordinates and loss inputs (r✓t,iLt,Lt) for each dimension i.

Because the different coordinates of the gradients and the losses can be of very different magnitudes,
we need to be careful in normalizing the values so that the meta-learner is able to use them properly
during training. Thus, we also found that the preprocessing method of Andrychowicz et al. (2016)
worked well when applied to both the dimensions of the gradients and the losses at each time step:

x !
(⇣

log(|x|)
p , sgn(x)

⌘
if |x| � e�p

(�1, epx) otherwise

This preprocessing adjusts the scaling of gradients and losses, while also separating the information
about their magnitude and their sign (the later being mostly useful for gradients). We found that the
suggested value of p = 10 in the above formula worked well in our experiments.

3.3 TRAINING

The question now is how do we train the LSTM meta-learner model to be effective at few-shot
learning tasks? As observed in Vinyals et al. (2016), in order to perform well at this task, it is key
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a good point to start training for the set of datasets being considered. This would provide the same
benefits as transfer learning, but with the guarantee that the initialization is an optimal starting point
for fine-tuning.

Previous work has suggested one manner in which to acquire quick knowledge from few examples,
through the idea of meta-learning (Thrun, 1998; Schmidhuber et al., 1997). Meta-learning suggests
framing the learning problem at two levels. The first is quick acquisition of knowledge within each
separate task presented. This process is guided by the second, which involves slower extraction of
information learned across all the tasks.

We present a method here that addresses the weakness of neutral networks trained with gradient-
based optimization on the few-shot learning problem by framing the problem within a meta-learning
setting. We propose an LSTM-based meta-learner optimizer that is trained to optimize a learner

neural network. The meta-learner captures both short-term knowledge within a task and long-term
knowledge common among all the tasks. By using an objective that directly captures an optimization
algorithm’s ability to have good generalization performance given only a set number of updates, the
model is trained to converge to a good solution quickly on each task. Additionally, the formulation
of our meta-learner model allows it to learn a task-common initialization for the learner, which
captures fundamental knowledge shared among all the tasks.

2 TASK DESCRIPTION

We first begin by detailing the meta-learning formulation we use. In the typical machine learning
setting, we are interested in a dataset D and usually split D so that we optimize parameters ✓ on a
training set Dtrain and evaluate its generalization on the test set Dtest. In meta-learning, however,
we are dealing with meta-sets D containing multiple regular datasets, where each D 2 D has a split
of Dtrain and Dtest.

We consider the k-shot, N -class classification task, where for each dataset D, the training set con-
sists of k labelled examples for each of N classes, meaning that Dtrain consists of k ·N examples,
and Dtest has a set number of examples for evaluation.

In meta-learning, we thus have different meta-sets for meta-training, meta-validation, and meta-
testing (Dmeta�train, Dmeta�validation, and Dmeta�test, respectively). On Dmeta�train, we are
interested in training a learning procedure (the meta-learning model) that can take as input one of
its training sets Dtrain and produce a model that achieves high average classification performance on
its corresponding test set Dtest. Using Dmeta�validation we can perform hyper-parameter selection
of the meta-learning model and evaluate its generalization performance on Dmeta�test.

For this formulation to correspond to the few-shot learning setting, each training set in datasets
D 2 D will contain few labeled examples (we consider k = 1 or k = 5), that must be used to
generalize to good performance on the corresponding test set.

3 MODEL

We now move to the description of our proposed model for meta-learning.

3.1 MODEL DESCRIPTION

Consider a single dataset D 2 Dmeta�train. Suppose we have a learner neural net model with
parameters ✓ that we want to train on Dtrain. The standard optimization algorithms used to train
deep neural networks are some variant of gradient descent, which uses updates of the form

✓t = ✓t�1 � ↵tr✓t�1Lt, (1)

where ✓t�1 are the parameters of the learner after t � 1 updates, ↵t is the learning rate at time t,
Lt is the loss optimized by the learner for its tth update, r✓t�1Lt is the gradient of that loss with
respect to parameters ✓t�1, and ✓t is the updated parameters of the learner.
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Our key observation that we leverage here is that this update resembles the update for the cell state
in an LSTM

ct = ft � ct�1 + it � c̃t, (2)
if ft = 1, ct�1 = ✓t�1, it = �↵t, and c̃t = r✓t�1Lt.

Thus, we propose training a meta-learner LSTM to learn an update rule for training a neural net-
work. We set the cell state of the LSTM to be the parameters of the learner, or ct = ✓t, and the
candidate cell state c̃t = r✓t�1Lt, given how valuable information about the gradient is for opti-
mization. We define parametric forms for it and ft so that the meta-learner can determine optimal
values through the course of the updates.

Let us start with it, which corresponds to the learning rate for the updates. We let

it = �
�
WI ·

⇥
r✓t�1Lt,Lt, ✓t�1, it�1

⇤
+ bI

�
,

meaning that the learning rate is a function of the current parameter value ✓t, the current gradient
r✓tLt, the current loss Lt, and the previous learning rate it�1. With this information, the meta-
learner should be able to finely control the learning rate so as to train the learner quickly while
avoiding divergence.

As for ft, it seems possible that the optimal choice isn’t the constant 1. Intuitively, what would
justify shrinking the parameters of the learner and forgetting part of its previous value would be
if the learner is currently in a bad local optima and needs a large change to escape. This would
correspond to a situation where the loss is high but the gradient is close to zero. Thus, one proposal
for the forget gate is to have it be a function of that information, as well as the previous value of the
forget gate:

ft = �
�
WF ·

⇥
r✓t�1Lt,Lt, ✓t�1, ft�1

⇤
+ bF

�
.

Additionally, notice that we can also learn the initial value of the cell state c0 for the LSTM, treating
it as a parameter of the meta-learning. This corresponds to the initial weights of the learner model
(that the meta-learner is training). Learning this initial value allows the meta-learner to determine
the optimal initial weights of the learner so that training begins from a beneficial starting point, that
allows optimization to proceed rapidly.

3.2 PARAMETER SHARING & PREPROCESSING

Because we want our meta-learner to produce updates for deep neural networks, which consist
of tens of thousands of parameters, to prevent an explosion of meta-learner parameters we need to
employ some sort of parameter sharing. Thus as in Andrychowicz et al. (2016), we share parameters
across the coordinates of the learner gradient. This means each coordinate has it own hidden and
cell state values but the LSTM parameters are the same across all coordinates. This allows us to
use a compact LSTM model and additionally has the nice property that the same update rule is used
for each coordinate, but one that is dependent on the respective history of each coordinate during
optimization. We can easily implement parameter sharing by having the input be a batch of gradient
coordinates and loss inputs (r✓t,iLt,Lt) for each dimension i.

Because the different coordinates of the gradients and the losses can be of very different magnitudes,
we need to be careful in normalizing the values so that the meta-learner is able to use them properly
during training. Thus, we also found that the preprocessing method of Andrychowicz et al. (2016)
worked well when applied to both the dimensions of the gradients and the losses at each time step:

x !
(⇣

log(|x|)
p , sgn(x)

⌘
if |x| � e�p

(�1, epx) otherwise

This preprocessing adjusts the scaling of gradients and losses, while also separating the information
about their magnitude and their sign (the later being mostly useful for gradients). We found that the
suggested value of p = 10 in the above formula worked well in our experiments.

3.3 TRAINING

The question now is how do we train the LSTM meta-learner model to be effective at few-shot
learning tasks? As observed in Vinyals et al. (2016), in order to perform well at this task, it is key
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Our key observation that we leverage here is that this update resembles the update for the cell state
in an LSTM

ct = ft � ct�1 + it � c̃t, (2)
if ft = 1, ct�1 = ✓t�1, it = �↵t, and c̃t = r✓t�1Lt.

Thus, we propose training a meta-learner LSTM to learn an update rule for training a neural net-
work. We set the cell state of the LSTM to be the parameters of the learner, or ct = ✓t, and the
candidate cell state c̃t = r✓t�1Lt, given how valuable information about the gradient is for opti-
mization. We define parametric forms for it and ft so that the meta-learner can determine optimal
values through the course of the updates.
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meaning that the learning rate is a function of the current parameter value ✓t, the current gradient
r✓tLt, the current loss Lt, and the previous learning rate it�1. With this information, the meta-
learner should be able to finely control the learning rate so as to train the learner quickly while
avoiding divergence.

As for ft, it seems possible that the optimal choice isn’t the constant 1. Intuitively, what would
justify shrinking the parameters of the learner and forgetting part of its previous value would be
if the learner is currently in a bad local optima and needs a large change to escape. This would
correspond to a situation where the loss is high but the gradient is close to zero. Thus, one proposal
for the forget gate is to have it be a function of that information, as well as the previous value of the
forget gate:
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Additionally, notice that we can also learn the initial value of the cell state c0 for the LSTM, treating
it as a parameter of the meta-learning. This corresponds to the initial weights of the learner model
(that the meta-learner is training). Learning this initial value allows the meta-learner to determine
the optimal initial weights of the learner so that training begins from a beneficial starting point, that
allows optimization to proceed rapidly.

3.2 PARAMETER SHARING & PREPROCESSING

Because we want our meta-learner to produce updates for deep neural networks, which consist
of tens of thousands of parameters, to prevent an explosion of meta-learner parameters we need to
employ some sort of parameter sharing. Thus as in Andrychowicz et al. (2016), we share parameters
across the coordinates of the learner gradient. This means each coordinate has it own hidden and
cell state values but the LSTM parameters are the same across all coordinates. This allows us to
use a compact LSTM model and additionally has the nice property that the same update rule is used
for each coordinate, but one that is dependent on the respective history of each coordinate during
optimization. We can easily implement parameter sharing by having the input be a batch of gradient
coordinates and loss inputs (r✓t,iLt,Lt) for each dimension i.

Because the different coordinates of the gradients and the losses can be of very different magnitudes,
we need to be careful in normalizing the values so that the meta-learner is able to use them properly
during training. Thus, we also found that the preprocessing method of Andrychowicz et al. (2016)
worked well when applied to both the dimensions of the gradients and the losses at each time step:
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if |x| � e�p

(�1, epx) otherwise

This preprocessing adjusts the scaling of gradients and losses, while also separating the information
about their magnitude and their sign (the later being mostly useful for gradients). We found that the
suggested value of p = 10 in the above formula worked well in our experiments.

3.3 TRAINING

The question now is how do we train the LSTM meta-learner model to be effective at few-shot
learning tasks? As observed in Vinyals et al. (2016), in order to perform well at this task, it is key
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Our key observation that we leverage here is that this update resembles the update for the cell state
in an LSTM

ct = ft � ct�1 + it � c̃t, (2)
if ft = 1, ct�1 = ✓t�1, it = �↵t, and c̃t = r✓t�1Lt.

Thus, we propose training a meta-learner LSTM to learn an update rule for training a neural net-
work. We set the cell state of the LSTM to be the parameters of the learner, or ct = ✓t, and the
candidate cell state c̃t = r✓t�1Lt, given how valuable information about the gradient is for opti-
mization. We define parametric forms for it and ft so that the meta-learner can determine optimal
values through the course of the updates.

Let us start with it, which corresponds to the learning rate for the updates. We let

it = �
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meaning that the learning rate is a function of the current parameter value ✓t, the current gradient
r✓tLt, the current loss Lt, and the previous learning rate it�1. With this information, the meta-
learner should be able to finely control the learning rate so as to train the learner quickly while
avoiding divergence.

As for ft, it seems possible that the optimal choice isn’t the constant 1. Intuitively, what would
justify shrinking the parameters of the learner and forgetting part of its previous value would be
if the learner is currently in a bad local optima and needs a large change to escape. This would
correspond to a situation where the loss is high but the gradient is close to zero. Thus, one proposal
for the forget gate is to have it be a function of that information, as well as the previous value of the
forget gate:
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Additionally, notice that we can also learn the initial value of the cell state c0 for the LSTM, treating
it as a parameter of the meta-learning. This corresponds to the initial weights of the learner model
(that the meta-learner is training). Learning this initial value allows the meta-learner to determine
the optimal initial weights of the learner so that training begins from a beneficial starting point, that
allows optimization to proceed rapidly.

3.2 PARAMETER SHARING & PREPROCESSING

Because we want our meta-learner to produce updates for deep neural networks, which consist
of tens of thousands of parameters, to prevent an explosion of meta-learner parameters we need to
employ some sort of parameter sharing. Thus as in Andrychowicz et al. (2016), we share parameters
across the coordinates of the learner gradient. This means each coordinate has it own hidden and
cell state values but the LSTM parameters are the same across all coordinates. This allows us to
use a compact LSTM model and additionally has the nice property that the same update rule is used
for each coordinate, but one that is dependent on the respective history of each coordinate during
optimization. We can easily implement parameter sharing by having the input be a batch of gradient
coordinates and loss inputs (r✓t,iLt,Lt) for each dimension i.

Because the different coordinates of the gradients and the losses can be of very different magnitudes,
we need to be careful in normalizing the values so that the meta-learner is able to use them properly
during training. Thus, we also found that the preprocessing method of Andrychowicz et al. (2016)
worked well when applied to both the dimensions of the gradients and the losses at each time step:

x !
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log(|x|)
p , sgn(x)

⌘
if |x| � e�p

(�1, epx) otherwise

This preprocessing adjusts the scaling of gradients and losses, while also separating the information
about their magnitude and their sign (the later being mostly useful for gradients). We found that the
suggested value of p = 10 in the above formula worked well in our experiments.

3.3 TRAINING

The question now is how do we train the LSTM meta-learner model to be effective at few-shot
learning tasks? As observed in Vinyals et al. (2016), in order to perform well at this task, it is key
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a good point to start training for the set of datasets being considered. This would provide the same
benefits as transfer learning, but with the guarantee that the initialization is an optimal starting point
for fine-tuning.

Previous work has suggested one manner in which to acquire quick knowledge from few examples,
through the idea of meta-learning (Thrun, 1998; Schmidhuber et al., 1997). Meta-learning suggests
framing the learning problem at two levels. The first is quick acquisition of knowledge within each
separate task presented. This process is guided by the second, which involves slower extraction of
information learned across all the tasks.

We present a method here that addresses the weakness of neutral networks trained with gradient-
based optimization on the few-shot learning problem by framing the problem within a meta-learning
setting. We propose an LSTM-based meta-learner optimizer that is trained to optimize a learner

neural network. The meta-learner captures both short-term knowledge within a task and long-term
knowledge common among all the tasks. By using an objective that directly captures an optimization
algorithm’s ability to have good generalization performance given only a set number of updates, the
model is trained to converge to a good solution quickly on each task. Additionally, the formulation
of our meta-learner model allows it to learn a task-common initialization for the learner, which
captures fundamental knowledge shared among all the tasks.

2 TASK DESCRIPTION

We first begin by detailing the meta-learning formulation we use. In the typical machine learning
setting, we are interested in a dataset D and usually split D so that we optimize parameters ✓ on a
training set Dtrain and evaluate its generalization on the test set Dtest. In meta-learning, however,
we are dealing with meta-sets D containing multiple regular datasets, where each D 2 D has a split
of Dtrain and Dtest.

We consider the k-shot, N -class classification task, where for each dataset D, the training set con-
sists of k labelled examples for each of N classes, meaning that Dtrain consists of k ·N examples,
and Dtest has a set number of examples for evaluation.

In meta-learning, we thus have different meta-sets for meta-training, meta-validation, and meta-
testing (Dmeta�train, Dmeta�validation, and Dmeta�test, respectively). On Dmeta�train, we are
interested in training a learning procedure (the meta-learning model) that can take as input one of
its training sets Dtrain and produce a model that achieves high average classification performance on
its corresponding test set Dtest. Using Dmeta�validation we can perform hyper-parameter selection
of the meta-learning model and evaluate its generalization performance on Dmeta�test.

For this formulation to correspond to the few-shot learning setting, each training set in datasets
D 2 D will contain few labeled examples (we consider k = 1 or k = 5), that must be used to
generalize to good performance on the corresponding test set.

3 MODEL

We now move to the description of our proposed model for meta-learning.

3.1 MODEL DESCRIPTION

Consider a single dataset D 2 Dmeta�train. Suppose we have a learner neural net model with
parameters ✓ that we want to train on Dtrain. The standard optimization algorithms used to train
deep neural networks are some variant of gradient descent, which uses updates of the form

✓t = ✓t�1 � ↵tr✓t�1Lt, (1)

where ✓t�1 are the parameters of the learner after t � 1 updates, ↵t is the learning rate at time t,
Lt is the loss optimized by the learner for its tth update, r✓t�1Lt is the gradient of that loss with
respect to parameters ✓t�1, and ✓t is the updated parameters of the learner.
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Our key observation that we leverage here is that this update resembles the update for the cell state
in an LSTM

ct = ft � ct�1 + it � c̃t, (2)
if ft = 1, ct�1 = ✓t�1, it = �↵t, and c̃t = r✓t�1Lt.

Thus, we propose training a meta-learner LSTM to learn an update rule for training a neural net-
work. We set the cell state of the LSTM to be the parameters of the learner, or ct = ✓t, and the
candidate cell state c̃t = r✓t�1Lt, given how valuable information about the gradient is for opti-
mization. We define parametric forms for it and ft so that the meta-learner can determine optimal
values through the course of the updates.

Let us start with it, which corresponds to the learning rate for the updates. We let

it = �
�
WI ·

⇥
r✓t�1Lt,Lt, ✓t�1, it�1

⇤
+ bI

�
,

meaning that the learning rate is a function of the current parameter value ✓t, the current gradient
r✓tLt, the current loss Lt, and the previous learning rate it�1. With this information, the meta-
learner should be able to finely control the learning rate so as to train the learner quickly while
avoiding divergence.

As for ft, it seems possible that the optimal choice isn’t the constant 1. Intuitively, what would
justify shrinking the parameters of the learner and forgetting part of its previous value would be
if the learner is currently in a bad local optima and needs a large change to escape. This would
correspond to a situation where the loss is high but the gradient is close to zero. Thus, one proposal
for the forget gate is to have it be a function of that information, as well as the previous value of the
forget gate:

ft = �
�
WF ·

⇥
r✓t�1Lt,Lt, ✓t�1, ft�1

⇤
+ bF

�
.

Additionally, notice that we can also learn the initial value of the cell state c0 for the LSTM, treating
it as a parameter of the meta-learning. This corresponds to the initial weights of the learner model
(that the meta-learner is training). Learning this initial value allows the meta-learner to determine
the optimal initial weights of the learner so that training begins from a beneficial starting point, that
allows optimization to proceed rapidly.

3.2 PARAMETER SHARING & PREPROCESSING

Because we want our meta-learner to produce updates for deep neural networks, which consist
of tens of thousands of parameters, to prevent an explosion of meta-learner parameters we need to
employ some sort of parameter sharing. Thus as in Andrychowicz et al. (2016), we share parameters
across the coordinates of the learner gradient. This means each coordinate has it own hidden and
cell state values but the LSTM parameters are the same across all coordinates. This allows us to
use a compact LSTM model and additionally has the nice property that the same update rule is used
for each coordinate, but one that is dependent on the respective history of each coordinate during
optimization. We can easily implement parameter sharing by having the input be a batch of gradient
coordinates and loss inputs (r✓t,iLt,Lt) for each dimension i.

Because the different coordinates of the gradients and the losses can be of very different magnitudes,
we need to be careful in normalizing the values so that the meta-learner is able to use them properly
during training. Thus, we also found that the preprocessing method of Andrychowicz et al. (2016)
worked well when applied to both the dimensions of the gradients and the losses at each time step:

x !
(⇣

log(|x|)
p , sgn(x)

⌘
if |x| � e�p

(�1, epx) otherwise

This preprocessing adjusts the scaling of gradients and losses, while also separating the information
about their magnitude and their sign (the later being mostly useful for gradients). We found that the
suggested value of p = 10 in the above formula worked well in our experiments.

3.3 TRAINING

The question now is how do we train the LSTM meta-learner model to be effective at few-shot
learning tasks? As observed in Vinyals et al. (2016), in order to perform well at this task, it is key
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Our key observation that we leverage here is that this update resembles the update for the cell state
in an LSTM

ct = ft � ct�1 + it � c̃t, (2)
if ft = 1, ct�1 = ✓t�1, it = �↵t, and c̃t = r✓t�1Lt.

Thus, we propose training a meta-learner LSTM to learn an update rule for training a neural net-
work. We set the cell state of the LSTM to be the parameters of the learner, or ct = ✓t, and the
candidate cell state c̃t = r✓t�1Lt, given how valuable information about the gradient is for opti-
mization. We define parametric forms for it and ft so that the meta-learner can determine optimal
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meaning that the learning rate is a function of the current parameter value ✓t, the current gradient
r✓tLt, the current loss Lt, and the previous learning rate it�1. With this information, the meta-
learner should be able to finely control the learning rate so as to train the learner quickly while
avoiding divergence.

As for ft, it seems possible that the optimal choice isn’t the constant 1. Intuitively, what would
justify shrinking the parameters of the learner and forgetting part of its previous value would be
if the learner is currently in a bad local optima and needs a large change to escape. This would
correspond to a situation where the loss is high but the gradient is close to zero. Thus, one proposal
for the forget gate is to have it be a function of that information, as well as the previous value of the
forget gate:
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Additionally, notice that we can also learn the initial value of the cell state c0 for the LSTM, treating
it as a parameter of the meta-learning. This corresponds to the initial weights of the learner model
(that the meta-learner is training). Learning this initial value allows the meta-learner to determine
the optimal initial weights of the learner so that training begins from a beneficial starting point, that
allows optimization to proceed rapidly.

3.2 PARAMETER SHARING & PREPROCESSING

Because we want our meta-learner to produce updates for deep neural networks, which consist
of tens of thousands of parameters, to prevent an explosion of meta-learner parameters we need to
employ some sort of parameter sharing. Thus as in Andrychowicz et al. (2016), we share parameters
across the coordinates of the learner gradient. This means each coordinate has it own hidden and
cell state values but the LSTM parameters are the same across all coordinates. This allows us to
use a compact LSTM model and additionally has the nice property that the same update rule is used
for each coordinate, but one that is dependent on the respective history of each coordinate during
optimization. We can easily implement parameter sharing by having the input be a batch of gradient
coordinates and loss inputs (r✓t,iLt,Lt) for each dimension i.

Because the different coordinates of the gradients and the losses can be of very different magnitudes,
we need to be careful in normalizing the values so that the meta-learner is able to use them properly
during training. Thus, we also found that the preprocessing method of Andrychowicz et al. (2016)
worked well when applied to both the dimensions of the gradients and the losses at each time step:
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if |x| � e�p

(�1, epx) otherwise

This preprocessing adjusts the scaling of gradients and losses, while also separating the information
about their magnitude and their sign (the later being mostly useful for gradients). We found that the
suggested value of p = 10 in the above formula worked well in our experiments.

3.3 TRAINING

The question now is how do we train the LSTM meta-learner model to be effective at few-shot
learning tasks? As observed in Vinyals et al. (2016), in order to perform well at this task, it is key
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Our key observation that we leverage here is that this update resembles the update for the cell state
in an LSTM

ct = ft � ct�1 + it � c̃t, (2)
if ft = 1, ct�1 = ✓t�1, it = �↵t, and c̃t = r✓t�1Lt.
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work. We set the cell state of the LSTM to be the parameters of the learner, or ct = ✓t, and the
candidate cell state c̃t = r✓t�1Lt, given how valuable information about the gradient is for opti-
mization. We define parametric forms for it and ft so that the meta-learner can determine optimal
values through the course of the updates.

Let us start with it, which corresponds to the learning rate for the updates. We let
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WI ·

⇥
r✓t�1Lt,Lt, ✓t�1, it�1

⇤
+ bI

�
,

meaning that the learning rate is a function of the current parameter value ✓t, the current gradient
r✓tLt, the current loss Lt, and the previous learning rate it�1. With this information, the meta-
learner should be able to finely control the learning rate so as to train the learner quickly while
avoiding divergence.

As for ft, it seems possible that the optimal choice isn’t the constant 1. Intuitively, what would
justify shrinking the parameters of the learner and forgetting part of its previous value would be
if the learner is currently in a bad local optima and needs a large change to escape. This would
correspond to a situation where the loss is high but the gradient is close to zero. Thus, one proposal
for the forget gate is to have it be a function of that information, as well as the previous value of the
forget gate:
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�
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Additionally, notice that we can also learn the initial value of the cell state c0 for the LSTM, treating
it as a parameter of the meta-learning. This corresponds to the initial weights of the learner model
(that the meta-learner is training). Learning this initial value allows the meta-learner to determine
the optimal initial weights of the learner so that training begins from a beneficial starting point, that
allows optimization to proceed rapidly.

3.2 PARAMETER SHARING & PREPROCESSING

Because we want our meta-learner to produce updates for deep neural networks, which consist
of tens of thousands of parameters, to prevent an explosion of meta-learner parameters we need to
employ some sort of parameter sharing. Thus as in Andrychowicz et al. (2016), we share parameters
across the coordinates of the learner gradient. This means each coordinate has it own hidden and
cell state values but the LSTM parameters are the same across all coordinates. This allows us to
use a compact LSTM model and additionally has the nice property that the same update rule is used
for each coordinate, but one that is dependent on the respective history of each coordinate during
optimization. We can easily implement parameter sharing by having the input be a batch of gradient
coordinates and loss inputs (r✓t,iLt,Lt) for each dimension i.

Because the different coordinates of the gradients and the losses can be of very different magnitudes,
we need to be careful in normalizing the values so that the meta-learner is able to use them properly
during training. Thus, we also found that the preprocessing method of Andrychowicz et al. (2016)
worked well when applied to both the dimensions of the gradients and the losses at each time step:
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suggested value of p = 10 in the above formula worked well in our experiments.
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learning tasks? As observed in Vinyals et al. (2016), in order to perform well at this task, it is key
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META-LEARNER LSTM
• Training a “gradient descent procedure” applied on some learner M 
‣ gradient descent starts from some initial parameters      and then performs the following updates:

‣ this is quite similar to LSTM cell state updates: 
 

- state ct is model M’s parameter space     

- state update ct is the negative gradient

- ft and it are LSTM gates:
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a good point to start training for the set of datasets being considered. This would provide the same
benefits as transfer learning, but with the guarantee that the initialization is an optimal starting point
for fine-tuning.

Previous work has suggested one manner in which to acquire quick knowledge from few examples,
through the idea of meta-learning (Thrun, 1998; Schmidhuber et al., 1997). Meta-learning suggests
framing the learning problem at two levels. The first is quick acquisition of knowledge within each
separate task presented. This process is guided by the second, which involves slower extraction of
information learned across all the tasks.

We present a method here that addresses the weakness of neutral networks trained with gradient-
based optimization on the few-shot learning problem by framing the problem within a meta-learning
setting. We propose an LSTM-based meta-learner optimizer that is trained to optimize a learner

neural network. The meta-learner captures both short-term knowledge within a task and long-term
knowledge common among all the tasks. By using an objective that directly captures an optimization
algorithm’s ability to have good generalization performance given only a set number of updates, the
model is trained to converge to a good solution quickly on each task. Additionally, the formulation
of our meta-learner model allows it to learn a task-common initialization for the learner, which
captures fundamental knowledge shared among all the tasks.

2 TASK DESCRIPTION

We first begin by detailing the meta-learning formulation we use. In the typical machine learning
setting, we are interested in a dataset D and usually split D so that we optimize parameters ✓ on a
training set Dtrain and evaluate its generalization on the test set Dtest. In meta-learning, however,
we are dealing with meta-sets D containing multiple regular datasets, where each D 2 D has a split
of Dtrain and Dtest.

We consider the k-shot, N -class classification task, where for each dataset D, the training set con-
sists of k labelled examples for each of N classes, meaning that Dtrain consists of k ·N examples,
and Dtest has a set number of examples for evaluation.

In meta-learning, we thus have different meta-sets for meta-training, meta-validation, and meta-
testing (Dmeta�train, Dmeta�validation, and Dmeta�test, respectively). On Dmeta�train, we are
interested in training a learning procedure (the meta-learning model) that can take as input one of
its training sets Dtrain and produce a model that achieves high average classification performance on
its corresponding test set Dtest. Using Dmeta�validation we can perform hyper-parameter selection
of the meta-learning model and evaluate its generalization performance on Dmeta�test.

For this formulation to correspond to the few-shot learning setting, each training set in datasets
D 2 D will contain few labeled examples (we consider k = 1 or k = 5), that must be used to
generalize to good performance on the corresponding test set.

3 MODEL

We now move to the description of our proposed model for meta-learning.

3.1 MODEL DESCRIPTION

Consider a single dataset D 2 Dmeta�train. Suppose we have a learner neural net model with
parameters ✓ that we want to train on Dtrain. The standard optimization algorithms used to train
deep neural networks are some variant of gradient descent, which uses updates of the form

✓t = ✓t�1 � ↵tr✓t�1Lt, (1)

where ✓t�1 are the parameters of the learner after t � 1 updates, ↵t is the learning rate at time t,
Lt is the loss optimized by the learner for its tth update, r✓t�1Lt is the gradient of that loss with
respect to parameters ✓t�1, and ✓t is the updated parameters of the learner.
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Our key observation that we leverage here is that this update resembles the update for the cell state
in an LSTM

ct = ft � ct�1 + it � c̃t, (2)
if ft = 1, ct�1 = ✓t�1, it = �↵t, and c̃t = r✓t�1Lt.

Thus, we propose training a meta-learner LSTM to learn an update rule for training a neural net-
work. We set the cell state of the LSTM to be the parameters of the learner, or ct = ✓t, and the
candidate cell state c̃t = r✓t�1Lt, given how valuable information about the gradient is for opti-
mization. We define parametric forms for it and ft so that the meta-learner can determine optimal
values through the course of the updates.

Let us start with it, which corresponds to the learning rate for the updates. We let

it = �
�
WI ·

⇥
r✓t�1Lt,Lt, ✓t�1, it�1

⇤
+ bI

�
,

meaning that the learning rate is a function of the current parameter value ✓t, the current gradient
r✓tLt, the current loss Lt, and the previous learning rate it�1. With this information, the meta-
learner should be able to finely control the learning rate so as to train the learner quickly while
avoiding divergence.

As for ft, it seems possible that the optimal choice isn’t the constant 1. Intuitively, what would
justify shrinking the parameters of the learner and forgetting part of its previous value would be
if the learner is currently in a bad local optima and needs a large change to escape. This would
correspond to a situation where the loss is high but the gradient is close to zero. Thus, one proposal
for the forget gate is to have it be a function of that information, as well as the previous value of the
forget gate:

ft = �
�
WF ·

⇥
r✓t�1Lt,Lt, ✓t�1, ft�1

⇤
+ bF

�
.

Additionally, notice that we can also learn the initial value of the cell state c0 for the LSTM, treating
it as a parameter of the meta-learning. This corresponds to the initial weights of the learner model
(that the meta-learner is training). Learning this initial value allows the meta-learner to determine
the optimal initial weights of the learner so that training begins from a beneficial starting point, that
allows optimization to proceed rapidly.

3.2 PARAMETER SHARING & PREPROCESSING

Because we want our meta-learner to produce updates for deep neural networks, which consist
of tens of thousands of parameters, to prevent an explosion of meta-learner parameters we need to
employ some sort of parameter sharing. Thus as in Andrychowicz et al. (2016), we share parameters
across the coordinates of the learner gradient. This means each coordinate has it own hidden and
cell state values but the LSTM parameters are the same across all coordinates. This allows us to
use a compact LSTM model and additionally has the nice property that the same update rule is used
for each coordinate, but one that is dependent on the respective history of each coordinate during
optimization. We can easily implement parameter sharing by having the input be a batch of gradient
coordinates and loss inputs (r✓t,iLt,Lt) for each dimension i.

Because the different coordinates of the gradients and the losses can be of very different magnitudes,
we need to be careful in normalizing the values so that the meta-learner is able to use them properly
during training. Thus, we also found that the preprocessing method of Andrychowicz et al. (2016)
worked well when applied to both the dimensions of the gradients and the losses at each time step:

x !
(⇣

log(|x|)
p , sgn(x)

⌘
if |x| � e�p

(�1, epx) otherwise

This preprocessing adjusts the scaling of gradients and losses, while also separating the information
about their magnitude and their sign (the later being mostly useful for gradients). We found that the
suggested value of p = 10 in the above formula worked well in our experiments.

3.3 TRAINING

The question now is how do we train the LSTM meta-learner model to be effective at few-shot
learning tasks? As observed in Vinyals et al. (2016), in order to perform well at this task, it is key
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Our key observation that we leverage here is that this update resembles the update for the cell state
in an LSTM

ct = ft � ct�1 + it � c̃t, (2)
if ft = 1, ct�1 = ✓t�1, it = �↵t, and c̃t = r✓t�1Lt.

Thus, we propose training a meta-learner LSTM to learn an update rule for training a neural net-
work. We set the cell state of the LSTM to be the parameters of the learner, or ct = ✓t, and the
candidate cell state c̃t = r✓t�1Lt, given how valuable information about the gradient is for opti-
mization. We define parametric forms for it and ft so that the meta-learner can determine optimal
values through the course of the updates.
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meaning that the learning rate is a function of the current parameter value ✓t, the current gradient
r✓tLt, the current loss Lt, and the previous learning rate it�1. With this information, the meta-
learner should be able to finely control the learning rate so as to train the learner quickly while
avoiding divergence.

As for ft, it seems possible that the optimal choice isn’t the constant 1. Intuitively, what would
justify shrinking the parameters of the learner and forgetting part of its previous value would be
if the learner is currently in a bad local optima and needs a large change to escape. This would
correspond to a situation where the loss is high but the gradient is close to zero. Thus, one proposal
for the forget gate is to have it be a function of that information, as well as the previous value of the
forget gate:
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Additionally, notice that we can also learn the initial value of the cell state c0 for the LSTM, treating
it as a parameter of the meta-learning. This corresponds to the initial weights of the learner model
(that the meta-learner is training). Learning this initial value allows the meta-learner to determine
the optimal initial weights of the learner so that training begins from a beneficial starting point, that
allows optimization to proceed rapidly.

3.2 PARAMETER SHARING & PREPROCESSING

Because we want our meta-learner to produce updates for deep neural networks, which consist
of tens of thousands of parameters, to prevent an explosion of meta-learner parameters we need to
employ some sort of parameter sharing. Thus as in Andrychowicz et al. (2016), we share parameters
across the coordinates of the learner gradient. This means each coordinate has it own hidden and
cell state values but the LSTM parameters are the same across all coordinates. This allows us to
use a compact LSTM model and additionally has the nice property that the same update rule is used
for each coordinate, but one that is dependent on the respective history of each coordinate during
optimization. We can easily implement parameter sharing by having the input be a batch of gradient
coordinates and loss inputs (r✓t,iLt,Lt) for each dimension i.

Because the different coordinates of the gradients and the losses can be of very different magnitudes,
we need to be careful in normalizing the values so that the meta-learner is able to use them properly
during training. Thus, we also found that the preprocessing method of Andrychowicz et al. (2016)
worked well when applied to both the dimensions of the gradients and the losses at each time step:
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about their magnitude and their sign (the later being mostly useful for gradients). We found that the
suggested value of p = 10 in the above formula worked well in our experiments.
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if ft = 1, ct�1 = ✓t�1, it = �↵t, and c̃t = r✓t�1Lt.

Thus, we propose training a meta-learner LSTM to learn an update rule for training a neural net-
work. We set the cell state of the LSTM to be the parameters of the learner, or ct = ✓t, and the
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meaning that the learning rate is a function of the current parameter value ✓t, the current gradient
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justify shrinking the parameters of the learner and forgetting part of its previous value would be
if the learner is currently in a bad local optima and needs a large change to escape. This would
correspond to a situation where the loss is high but the gradient is close to zero. Thus, one proposal
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Additionally, notice that we can also learn the initial value of the cell state c0 for the LSTM, treating
it as a parameter of the meta-learning. This corresponds to the initial weights of the learner model
(that the meta-learner is training). Learning this initial value allows the meta-learner to determine
the optimal initial weights of the learner so that training begins from a beneficial starting point, that
allows optimization to proceed rapidly.

3.2 PARAMETER SHARING & PREPROCESSING

Because we want our meta-learner to produce updates for deep neural networks, which consist
of tens of thousands of parameters, to prevent an explosion of meta-learner parameters we need to
employ some sort of parameter sharing. Thus as in Andrychowicz et al. (2016), we share parameters
across the coordinates of the learner gradient. This means each coordinate has it own hidden and
cell state values but the LSTM parameters are the same across all coordinates. This allows us to
use a compact LSTM model and additionally has the nice property that the same update rule is used
for each coordinate, but one that is dependent on the respective history of each coordinate during
optimization. We can easily implement parameter sharing by having the input be a batch of gradient
coordinates and loss inputs (r✓t,iLt,Lt) for each dimension i.

Because the different coordinates of the gradients and the losses can be of very different magnitudes,
we need to be careful in normalizing the values so that the meta-learner is able to use them properly
during training. Thus, we also found that the preprocessing method of Andrychowicz et al. (2016)
worked well when applied to both the dimensions of the gradients and the losses at each time step:
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This preprocessing adjusts the scaling of gradients and losses, while also separating the information
about their magnitude and their sign (the later being mostly useful for gradients). We found that the
suggested value of p = 10 in the above formula worked well in our experiments.
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META-LEARNER LSTM
• Training a “gradient descent procedure” applied on some learner M
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Figure 1: Computational graph for the forward pass of the meta-learner. The dashed line divides
examples from the training set Dtrain and test set Dtest. Each (Xi,Yi) is the ith batch from the
training set whereas (X,Y) is all the elements from the test set. The dashed arrows indicate that we
do not back-propagate through that step when training the meta-learner. We refer to the learner as
M , where M(X; ✓) is the output of learner M using parameters ✓ for inputs X. We also use rt as
a shorthand for r✓t�1Lt.

to have training conditions match those of test time. During evaluation of the meta-learning, for
each dataset D = (Dtrain, Dtest) 2 Dmeta�test, a good meta-learner model will, given a series of
learner gradients and losses on the training set Dtrain, suggest a series of updates for the learner
model that trains it towards good performance on the test set Dtest.

Thus to match test time, when considering each dataset D 2 Dmeta�train, the training objective we
use is the loss Ltest of the final learner model on D’s test set Dtest. While iterating over the examples
in D’s training set Dtrain, at each time step t the LSTM meta-learner receives (r✓t�1Lt,Lt) from
the learner and proposes the new set of parameters ✓t. The process repeats for T steps, after which
the learner and its final parameters are evaluated on the test set to produce the loss that is then used
to train the meta-learner. The training algorithm is described in Algorithm 1 and the corresponding
computational graph is shown in Figure 1.

3.3.1 GRADIENT INDEPENDENCE ASSUMPTION

Notice that our formulation would imply that the losses Lt and gradients r✓t�1Lt of the learner are
dependent on the parameters of the meta-learner. Gradients on the meta-learner’s parameters should
normally take this dependency into account. However, as discussed by Andrychowicz et al. (2016),
this complicates the computation of the meta-learner’s gradients. Thus, following Andrychowicz
et al. (2016), we make the simplifying assumption that these contributions to the gradients aren’t
important and can be ignored, which allows us to avoid taking second derivatives, a considerably
expensive operation. We were still able to train the meta-learner effectively in spite of this simplify-
ing assumption.

3.3.2 INITIALIZATION OF META-LEARNER LSTM

When training LSTMs, it is advised to initialize the LSTM with small random weights and to set the
forget gate bias to a large value so that the forget gate is initialized to be close to 1, thus enabling
gradient flow (Zaremba, 2015). In addition to the forget gate bias setting, we found that we needed
to initialize the input gate bias to be small so that the input gate value (and thus the learning rate)
used by the meta-learner LSTM starts out being small. With this combined initialization, the meta-
learner starts close to normal gradient descent with a small learning rate, which helps initial stability
of training.
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META-LEARNER LSTM
• Training a “gradient descent procedure” applied on some learner M 
‣ LSTM parameters are shared across M’s parameters (i.e. treated like a large minibatch)

‣ can ignore (stop) gradients through the inputs of the LSTM

‣ gradient (and loss) inputs to the Meta-LSTM preprocessed as proposed by Andrychowicz et al. (2016) 
 
 
 

‣ we are careful to avoid “leakage” from batchnorm statistics between meta-train / meta-test sets 
(sometimes referred to as the “transductive setting”)
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Figure 10: Updates proposed by different optimizers at different optimization steps for two different
coordinates.

A Gradient preprocessing

One potential challenge in training optimizers is that different input coordinates (i.e. the gradients
w.r.t. different optimizee parameters) can have very different magnitudes. This is indeed the case e.g.
when the optimizee is a neural network and different parameters correspond to weights in different
layers. This can make training an optimizer difficult, because neural networks naturally disregard
small variations in input signals and concentrate on bigger input values.

To this aim we propose to preprocess the optimizer’s inputs. One solution would be to give the
optimizer (log(|r|), sgn(r)) as an input, where r is the gradient in the current timestep. This has a
problem that log(|r|) diverges for r ! 0. Therefore, we use the following preprocessing formula

rk !
(⇣

log(|r|)
p , sgn(r)

⌘
if |r| � e�p

(�1, epr) otherwise

where p > 0 is a parameter controlling how small gradients are disregarded (we use p = 10 in all our
experiments).

We noticed that just rescaling all inputs by an appropriate constant instead also works fine, but the
proposed preprocessing seems to be more robust and gives slightly better results on some problems.

B Visualizations

Visualizing optimizers is inherently difficult because their proposed updates are functions of the full
optimization trajectory. In this section we try to peek into the decisions made by the LSTM optimizer,
trained on the neural art task.

Histories of updates We select a single optimizee parameter (one color channel of one pixel in the
styled image) and trace the updates proposed to this coordinate by the LSTM optimizer over a single
trajectory of optimization. We also record the updates that would have been proposed by both SGD
and ADAM if they followed the same trajectory of iterates. Figure 10 shows the trajectory of updates
for two different optimizee parameters. From the plots it is clear that the trained optimizer makes
bigger updates than SGD and ADAM. It is also visible that it uses some kind of momentum, but its
updates are more noisy than those proposed by ADAM which may be interpreted as having a shorter
time-scale momentum.

Proposed update as a function of current gradient Another way to visualize the optimizer
behavior is to look at the proposed update gt for a single coordinate as a function of the current
gradient evaluation rt. We follow the same procedure as in the previous experiment, and visualize
the proposed updates for a few selected time steps.

These results are shown in Figures 11–13. In these plots, the x-axis is the current value of the gradient
for the chosen coordinate, and the y-axis shows the update that each optimizer would propose should
the corresponding gradient value be observed. The history of gradient observations is the same for all
methods and follows the trajectory of the LSTM optimizer.
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MODEL-AGNOSTIC META-LEARNING
• Training a “gradient descent procedure” applied on some learner M 
‣ MAML proposes not to bother with training an LSTM for the gradient descent updates and constant step-

size updates

‣ better results are also reported by the so-called bias transformation architecture 
(One-Shot Visual Imitation Learning via Meta-Learning, Finn et al. 2017)

- concatenates to one of the layers a trainable parameter vector, for instance to the input layer            

- decouples the updates of the bias and weights of that layer

- with it, can be shown that even a single gradient descent update yields a universal approximator over 
functions mapping Dtrain and x to any label y, for a sufficiently deep ReLU network and certain losses  
(Meta-Learning and Universality: Deep Representations and Gradient Descent can Approximate any Learning 
Algorithm, Finn and Levine, 2018)
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CHOOSING A META-LEARNER
• How to parametrize learning algorithms?

• Two approaches to defining a meta-learner
‣ Take inspiration from a known learning algorithm

- kNN/kernel machine: Matching networks (Vinyals et al. 2016)
- Gaussian classifier : Prototypical Networks (Snell et al. 2017)
- Gradient Descent: Meta-Learner LSTM (Ravi & Larochelle, 2017) , MAML (Finn et al. 2017)

‣ Derive it from a black box neural network
- MANN (Santoro et al. 2016)
- SNAIL (Mishra et al. 2018)
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BLACK-BOX META-LEARNER
• Frame meta-learning as sequence labeling with correct labels as delayed inputs
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One-shot learning with Memory-Augmented Neural Networks

(a) Task setup (b) Network strategy

Figure 1. Task structure. (a) Omniglot images (or x-values for regression), xt, are presented with time-offset labels (or function values),
yt�1, to prevent the network from simply mapping the class labels to the output. From episode to episode, the classes to be presented
in the episode, their associated labels, and the specific samples are all shuffled. (b) A successful strategy would involve the use of an
external memory to store bound sample representation-class label information, which can then be retrieved at a later point for successful
classification when a sample from an already-seen class is presented. Specifically, sample data xt from a particular time step should be
bound to the appropriate class label yt, which is presented in the subsequent time step. Later, when a sample from this same class is
seen, it should retrieve this bound information from the external memory to make a prediction. Backpropagated error signals from this
prediction step will then shape the weight updates from the earlier steps in order to promote this binding strategy.

representations being placed into or taken out of memory
potentially every time-step. This ability makes the NTM
a perfect candidate for meta-learning and low-shot predic-
tion, as it is capable of both long-term storage via slow up-
dates of its weights, and short-term storage via its exter-
nal memory module. Thus, if a NTM can learn a general
strategy for the types of representations it should place into
memory and how it should later use these representations
for predictions, then it may be able use its speed to make
accurate predictions of data that it has only seen once.

The controllers employed in our model are are either
LSTMs, or feed-forward networks. The controller inter-
acts with an external memory module using read and write
heads, which act to retrieve representations from memory
or place them into memory, respectively. Given some in-
put, xt, the controller produces a key, kt, which is then
either stored in a row of a memory matrix Mt, or used to
retrieve a particular memory, i, from a row; i.e., Mt(i).
When retrieving a memory, Mt is addressed using the co-
sine similarity measure,
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This memory is used by the controller as the input to a clas-
sifier, such as a softmax output layer, and as an additional
input for the next controller state.

3.2. Least Recently Used Access

In previous instantiations of the NTM (Graves et al., 2014),
memories were addressed by both content and location.
Location-based addressing was used to promote iterative
steps, akin to running along a tape, as well as long-distance
jumps across memory. This method was advantageous for
sequence-based prediction tasks. However, this type of ac-
cess is not optimal for tasks that emphasize a conjunctive
coding of information independent of sequence. As such,
writing to memory in our model involves the use of a newly
designed access module called the Least Recently Used
Access (LRUA) module.

The LRUA module is a pure content-based memory writer
that writes memories to either the least used memory lo-
cation or the most recently used memory location. This
module emphasizes accurate encoding of relevant (i.e., re-
cent) information, and pure content-based retrieval. New
information is written into rarely-used locations, preserv-
ing recently encoded information, or it is written to the
last used location, which can function as an update of the
memory with newer, possibly more relevant information.
The distinction between these two options is accomplished
with an interpolation between the previous read weights
and weights scaled according to usage weights wu

t . These
usage weights are updated at each time-step by decaying
the previous usage weights and adding the current read and
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Figure 1. Task structure. (a) Omniglot images (or x-values for regression), xt, are presented with time-offset labels (or function values),
yt�1, to prevent the network from simply mapping the class labels to the output. From episode to episode, the classes to be presented
in the episode, their associated labels, and the specific samples are all shuffled. (b) A successful strategy would involve the use of an
external memory to store bound sample representation-class label information, which can then be retrieved at a later point for successful
classification when a sample from an already-seen class is presented. Specifically, sample data xt from a particular time step should be
bound to the appropriate class label yt, which is presented in the subsequent time step. Later, when a sample from this same class is
seen, it should retrieve this bound information from the external memory to make a prediction. Backpropagated error signals from this
prediction step will then shape the weight updates from the earlier steps in order to promote this binding strategy.
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Figure 1. Task structure. (a) Omniglot images (or x-values for regression), xt, are presented with time-offset labels (or function values),
yt�1, to prevent the network from simply mapping the class labels to the output. From episode to episode, the classes to be presented
in the episode, their associated labels, and the specific samples are all shuffled. (b) A successful strategy would involve the use of an
external memory to store bound sample representation-class label information, which can then be retrieved at a later point for successful
classification when a sample from an already-seen class is presented. Specifically, sample data xt from a particular time step should be
bound to the appropriate class label yt, which is presented in the subsequent time step. Later, when a sample from this same class is
seen, it should retrieve this bound information from the external memory to make a prediction. Backpropagated error signals from this
prediction step will then shape the weight updates from the earlier steps in order to promote this binding strategy.
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Figure 1. Task structure. (a) Omniglot images (or x-values for regression), xt, are presented with time-offset labels (or function values),
yt�1, to prevent the network from simply mapping the class labels to the output. From episode to episode, the classes to be presented
in the episode, their associated labels, and the specific samples are all shuffled. (b) A successful strategy would involve the use of an
external memory to store bound sample representation-class label information, which can then be retrieved at a later point for successful
classification when a sample from an already-seen class is presented. Specifically, sample data xt from a particular time step should be
bound to the appropriate class label yt, which is presented in the subsequent time step. Later, when a sample from this same class is
seen, it should retrieve this bound information from the external memory to make a prediction. Backpropagated error signals from this
prediction step will then shape the weight updates from the earlier steps in order to promote this binding strategy.

representations being placed into or taken out of memory
potentially every time-step. This ability makes the NTM
a perfect candidate for meta-learning and low-shot predic-
tion, as it is capable of both long-term storage via slow up-
dates of its weights, and short-term storage via its exter-
nal memory module. Thus, if a NTM can learn a general
strategy for the types of representations it should place into
memory and how it should later use these representations
for predictions, then it may be able use its speed to make
accurate predictions of data that it has only seen once.

The controllers employed in our model are are either
LSTMs, or feed-forward networks. The controller inter-
acts with an external memory module using read and write
heads, which act to retrieve representations from memory
or place them into memory, respectively. Given some in-
put, xt, the controller produces a key, kt, which is then
either stored in a row of a memory matrix Mt, or used to
retrieve a particular memory, i, from a row; i.e., Mt(i).
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sifier, such as a softmax output layer, and as an additional
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In previous instantiations of the NTM (Graves et al., 2014),
memories were addressed by both content and location.
Location-based addressing was used to promote iterative
steps, akin to running along a tape, as well as long-distance
jumps across memory. This method was advantageous for
sequence-based prediction tasks. However, this type of ac-
cess is not optimal for tasks that emphasize a conjunctive
coding of information independent of sequence. As such,
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Access (LRUA) module.

The LRUA module is a pure content-based memory writer
that writes memories to either the least used memory lo-
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cent) information, and pure content-based retrieval. New
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Figure 1. Task structure. (a) Omniglot images (or x-values for regression), xt, are presented with time-offset labels (or function values),
yt�1, to prevent the network from simply mapping the class labels to the output. From episode to episode, the classes to be presented
in the episode, their associated labels, and the specific samples are all shuffled. (b) A successful strategy would involve the use of an
external memory to store bound sample representation-class label information, which can then be retrieved at a later point for successful
classification when a sample from an already-seen class is presented. Specifically, sample data xt from a particular time step should be
bound to the appropriate class label yt, which is presented in the subsequent time step. Later, when a sample from this same class is
seen, it should retrieve this bound information from the external memory to make a prediction. Backpropagated error signals from this
prediction step will then shape the weight updates from the earlier steps in order to promote this binding strategy.

representations being placed into or taken out of memory
potentially every time-step. This ability makes the NTM
a perfect candidate for meta-learning and low-shot predic-
tion, as it is capable of both long-term storage via slow up-
dates of its weights, and short-term storage via its exter-
nal memory module. Thus, if a NTM can learn a general
strategy for the types of representations it should place into
memory and how it should later use these representations
for predictions, then it may be able use its speed to make
accurate predictions of data that it has only seen once.

The controllers employed in our model are are either
LSTMs, or feed-forward networks. The controller inter-
acts with an external memory module using read and write
heads, which act to retrieve representations from memory
or place them into memory, respectively. Given some in-
put, xt, the controller produces a key, kt, which is then
either stored in a row of a memory matrix Mt, or used to
retrieve a particular memory, i, from a row; i.e., Mt(i).
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This memory is used by the controller as the input to a clas-
sifier, such as a softmax output layer, and as an additional
input for the next controller state.

3.2. Least Recently Used Access

In previous instantiations of the NTM (Graves et al., 2014),
memories were addressed by both content and location.
Location-based addressing was used to promote iterative
steps, akin to running along a tape, as well as long-distance
jumps across memory. This method was advantageous for
sequence-based prediction tasks. However, this type of ac-
cess is not optimal for tasks that emphasize a conjunctive
coding of information independent of sequence. As such,
writing to memory in our model involves the use of a newly
designed access module called the Least Recently Used
Access (LRUA) module.

The LRUA module is a pure content-based memory writer
that writes memories to either the least used memory lo-
cation or the most recently used memory location. This
module emphasizes accurate encoding of relevant (i.e., re-
cent) information, and pure content-based retrieval. New
information is written into rarely-used locations, preserv-
ing recently encoded information, or it is written to the
last used location, which can function as an update of the
memory with newer, possibly more relevant information.
The distinction between these two options is accomplished
with an interpolation between the previous read weights
and weights scaled according to usage weights wu

t . These
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‣ required adapting the original neural Turing machine, using a fairly non-trivial Least Recently Used Access 

(LRUA) writing mechanism

‣ only shown to work on Omniglot dataset (and not on the harder split used by Lake et al. 2015)
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Figure 1: Overview of our simple neural attentive learner (SNAIL); in this example, two blocks of
TC layers (orange) are interleaved with two causal attention layers (green). The same class of model
architectures can be applied to both supervised and reinforcement learning.

In supervised settings, SNAIL receives as input a sequence of example-label pairs
(x1, y1), . . . , (xt�1, yt�1) for timesteps 1, . . . , t � 1, followed by an unlabeled example (xt,�).
It then outputs its prediction for xt based on the previous labeled examples it has seen.

In reinforcement-learning settings, it receives a sequence of observation-action-reward tuples
(o1,�,�), . . . , (ot, at�1, rt�1). At each time t, it outputs a distribution over actions at based on the
current observation ot as well as previous observations, actions, and rewards. Crucially, following
existing work in meta-RL (Duan et al., 2016; Wang et al., 2016), we preserve the internal state of a
SNAIL across episode boundaries, which allows it to have memory that spans multiple episodes. The
observations also contain a binary input that indicates episode termination.

3.1 MODULAR BUILDING BLOCKS

We compose SNAIL architectures using a few primary building blocks. Below, we provide pseu-
docode for applying each block to a matrix ("inputs" in the pseudocode) of size (sequence length) ⇥
(input dimensionality). Note that, if any of the inputs are images, we employ an additional (spatial)
convolutional network that converts the image into a feature vector before it is passed into the SNAIL.
Figure 2 illustrates the different blocks visually.

Many techniques have been proposed to increase the capacity or accelerate the training of deep convo-
lutional architectures, including batch normalization (Ioffe & Szegedy (2015)), residual connections
(He et al. (2016)), and dense connections (Huang et al. (2016)). We found that these techniques
greatly improved the expressive capacity and training speed of SNAILs, but that no particular choice
of residual/dense configurations was essential for good performance (we explore the robustness of
SNAILs to architectural choices in Appendix B).

A dense block applies a single causal 1D-convolution with dilation rate R and D filters (we used
kernel size 2 in all experiments), and then concatenates the result with its input. We used the gated
activation function (line 3) introduced by van den Oord et al. (2016a;b).

1: function DENSEBLOCK(inputs, dilation rate R, number of filters D):
2: xf, xg = CausalConv(inputs, R, D), CausalConv(inputs, R, D)
3: activations = tanh(xf) * sigmoid(xg)
4: return concat(inputs, activations)
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A TC block consists of a series of dense blocks whose dilation rates increase exponentially until their
receptive field exceeds the desired sequence length:

1: function TCBLOCK(inputs, sequence length T , number of filters D):
2: for i in 1, . . . , dlog2 T e do
3: inputs = DenseBlock(inputs, 2i, D)
4: return inputs

A attention block performs a single key-value lookup; we style this operation after the self-attention
mechanism proposed by Vaswani et al. (2017a):

1: function ATTENTIONBLOCK(inputs, key size K, value size V ):
2: keys, query = affine(inputs, K), affine(inputs, K)
3: logits = matmul(query, transpose(keys))
4: probs = CausallyMaskedSoftmax(logits /

p
K)

5: values = affine(inputs, V )
6: read = matmul(probs, values)
7: return concat(inputs, read)

where CausallyMaskedSoftmax(·) zeros out the appropriate probabilities before normalization, so
that a particular timestep’s query cannot have access to future keys/values.

(a) Dense Block (dilation rate R, D lters)

concatenate

inputs, shape [T, C]

outputs, shape [T, C + D] 

causal conv, kernel 2
dilation R, D lters

(b) Attention Block (key size K, value size V)

concatenate

inputs, shape [T, C]

outputs, shape [T, C + V] 

a ne, output size K 
(query)

a ne, output size K
(keys)

a ne, output size V 
(values) matmul, masked softmax

matmul

Figure 2: Two of the building blocks that compose SNAIL architectures. (a) A dense block applies
a causal 1D-convolution, and then concatenates the output to its input. A TC block (not pictured)
applies a series of dense blocks with exponentially-increasing dilation rates. (b) A attention block
performs a (causal) key-value lookup, and also concatenates the output to the input.

4 RELATED WORK

Pioneered by Schmidhuber (1987); Naik & Mammone (1992); Thrun & Pratt (1998), meta-learning
is not a new idea. A key tradeoff central to many recent meta-learning approaches is between
performance and generality; we discuss several notable methods and how they fit into this paradigm.

Graves et al. (2014) investigated the use of recurrent neural networks (RNNs) to solve algorithmic
tasks. They experimented with a meta-learner implemented by an LSTM, but their results suggested
that LSTM architectures are ill-equipped for these kinds of tasks. They then designed a more
sophisticated RNN architecture, where an LSTM controller was coupled to an external memory bank
from which it can read and write, and demonstrated that these memory-augmented neural networks
(MANNs) achieved substantially better performance than LSTMs. Santoro et al. (2016) evaluated
both LSTM and MANN meta-learners on few-shot image classification, and confirm the inadequacy

4

Accepted as a conference paper at ICLR 2018

A TC block consists of a series of dense blocks whose dilation rates increase exponentially until their
receptive field exceeds the desired sequence length:

1: function TCBLOCK(inputs, sequence length T , number of filters D):
2: for i in 1, . . . , dlog2 T e do
3: inputs = DenseBlock(inputs, 2i, D)
4: return inputs

A attention block performs a single key-value lookup; we style this operation after the self-attention
mechanism proposed by Vaswani et al. (2017a):

1: function ATTENTIONBLOCK(inputs, key size K, value size V ):
2: keys, query = affine(inputs, K), affine(inputs, K)
3: logits = matmul(query, transpose(keys))
4: probs = CausallyMaskedSoftmax(logits /

p
K)

5: values = affine(inputs, V )
6: read = matmul(probs, values)
7: return concat(inputs, read)

where CausallyMaskedSoftmax(·) zeros out the appropriate probabilities before normalization, so
that a particular timestep’s query cannot have access to future keys/values.

(a) Dense Block (dilation rate R, D lters)

concatenate

inputs, shape [T, C]

outputs, shape [T, C + D] 

causal conv, kernel 2
dilation R, D lters

(b) Attention Block (key size K, value size V)

concatenate

inputs, shape [T, C]

outputs, shape [T, C + V] 

a ne, output size K 
(query)

a ne, output size K
(keys)

a ne, output size V 
(values) matmul, masked softmax

matmul

Figure 2: Two of the building blocks that compose SNAIL architectures. (a) A dense block applies
a causal 1D-convolution, and then concatenates the output to its input. A TC block (not pictured)
applies a series of dense blocks with exponentially-increasing dilation rates. (b) A attention block
performs a (causal) key-value lookup, and also concatenates the output to the input.

4 RELATED WORK

Pioneered by Schmidhuber (1987); Naik & Mammone (1992); Thrun & Pratt (1998), meta-learning
is not a new idea. A key tradeoff central to many recent meta-learning approaches is between
performance and generality; we discuss several notable methods and how they fit into this paradigm.

Graves et al. (2014) investigated the use of recurrent neural networks (RNNs) to solve algorithmic
tasks. They experimented with a meta-learner implemented by an LSTM, but their results suggested
that LSTM architectures are ill-equipped for these kinds of tasks. They then designed a more
sophisticated RNN architecture, where an LSTM controller was coupled to an external memory bank
from which it can read and write, and demonstrated that these memory-augmented neural networks
(MANNs) achieved substantially better performance than LSTMs. Santoro et al. (2016) evaluated
both LSTM and MANN meta-learners on few-shot image classification, and confirm the inadequacy

4



SIMPLE NEURAL ATTENTIVE LEARNER
• Training a convolutional/attentional network  

to learn
‣ alternates between dilated convolutional layers and attentional layers

‣ when inputs are images, an convolutional embedding network is used 
to map to a vector space

 35

Accepted as a conference paper at ICLR 2018

Supervised Learning Reinforcement Learning

(Examples, 
 Labels)

xt-1

yt-1

xt-2

yt-2

xt

--
xt-3

yt-3

Predicted Label t

(Observations,
Actions,

Rewards)

ot
at-1
rt-1

ot-3
--
--

ot-2
at-3
rt-3

ot-1
at-2
rt-2

Actionsat-3 atat-2 at-1

Figure 1: Overview of our simple neural attentive learner (SNAIL); in this example, two blocks of
TC layers (orange) are interleaved with two causal attention layers (green). The same class of model
architectures can be applied to both supervised and reinforcement learning.

In supervised settings, SNAIL receives as input a sequence of example-label pairs
(x1, y1), . . . , (xt�1, yt�1) for timesteps 1, . . . , t � 1, followed by an unlabeled example (xt,�).
It then outputs its prediction for xt based on the previous labeled examples it has seen.

In reinforcement-learning settings, it receives a sequence of observation-action-reward tuples
(o1,�,�), . . . , (ot, at�1, rt�1). At each time t, it outputs a distribution over actions at based on the
current observation ot as well as previous observations, actions, and rewards. Crucially, following
existing work in meta-RL (Duan et al., 2016; Wang et al., 2016), we preserve the internal state of a
SNAIL across episode boundaries, which allows it to have memory that spans multiple episodes. The
observations also contain a binary input that indicates episode termination.

3.1 MODULAR BUILDING BLOCKS

We compose SNAIL architectures using a few primary building blocks. Below, we provide pseu-
docode for applying each block to a matrix ("inputs" in the pseudocode) of size (sequence length) ⇥
(input dimensionality). Note that, if any of the inputs are images, we employ an additional (spatial)
convolutional network that converts the image into a feature vector before it is passed into the SNAIL.
Figure 2 illustrates the different blocks visually.

Many techniques have been proposed to increase the capacity or accelerate the training of deep convo-
lutional architectures, including batch normalization (Ioffe & Szegedy (2015)), residual connections
(He et al. (2016)), and dense connections (Huang et al. (2016)). We found that these techniques
greatly improved the expressive capacity and training speed of SNAILs, but that no particular choice
of residual/dense configurations was essential for good performance (we explore the robustness of
SNAILs to architectural choices in Appendix B).

A dense block applies a single causal 1D-convolution with dilation rate R and D filters (we used
kernel size 2 in all experiments), and then concatenates the result with its input. We used the gated
activation function (line 3) introduced by van den Oord et al. (2016a;b).

1: function DENSEBLOCK(inputs, dilation rate R, number of filters D):
2: xf, xg = CausalConv(inputs, R, D), CausalConv(inputs, R, D)
3: activations = tanh(xf) * sigmoid(xg)
4: return concat(inputs, activations)
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A TC block consists of a series of dense blocks whose dilation rates increase exponentially until their
receptive field exceeds the desired sequence length:

1: function TCBLOCK(inputs, sequence length T , number of filters D):
2: for i in 1, . . . , dlog2 T e do
3: inputs = DenseBlock(inputs, 2i, D)
4: return inputs

A attention block performs a single key-value lookup; we style this operation after the self-attention
mechanism proposed by Vaswani et al. (2017a):

1: function ATTENTIONBLOCK(inputs, key size K, value size V ):
2: keys, query = affine(inputs, K), affine(inputs, K)
3: logits = matmul(query, transpose(keys))
4: probs = CausallyMaskedSoftmax(logits /

p
K)

5: values = affine(inputs, V )
6: read = matmul(probs, values)
7: return concat(inputs, read)

where CausallyMaskedSoftmax(·) zeros out the appropriate probabilities before normalization, so
that a particular timestep’s query cannot have access to future keys/values.

(a) Dense Block (dilation rate R, D lters)

concatenate

inputs, shape [T, C]

outputs, shape [T, C + D] 
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Figure 2: Two of the building blocks that compose SNAIL architectures. (a) A dense block applies
a causal 1D-convolution, and then concatenates the output to its input. A TC block (not pictured)
applies a series of dense blocks with exponentially-increasing dilation rates. (b) A attention block
performs a (causal) key-value lookup, and also concatenates the output to the input.

4 RELATED WORK

Pioneered by Schmidhuber (1987); Naik & Mammone (1992); Thrun & Pratt (1998), meta-learning
is not a new idea. A key tradeoff central to many recent meta-learning approaches is between
performance and generality; we discuss several notable methods and how they fit into this paradigm.

Graves et al. (2014) investigated the use of recurrent neural networks (RNNs) to solve algorithmic
tasks. They experimented with a meta-learner implemented by an LSTM, but their results suggested
that LSTM architectures are ill-equipped for these kinds of tasks. They then designed a more
sophisticated RNN architecture, where an LSTM controller was coupled to an external memory bank
from which it can read and write, and demonstrated that these memory-augmented neural networks
(MANNs) achieved substantially better performance than LSTMs. Santoro et al. (2016) evaluated
both LSTM and MANN meta-learners on few-shot image classification, and confirm the inadequacy
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Figure 1: Overview of our simple neural attentive learner (SNAIL); in this example, two blocks of
TC layers (orange) are interleaved with two causal attention layers (green). The same class of model
architectures can be applied to both supervised and reinforcement learning.

In supervised settings, SNAIL receives as input a sequence of example-label pairs
(x1, y1), . . . , (xt�1, yt�1) for timesteps 1, . . . , t � 1, followed by an unlabeled example (xt,�).
It then outputs its prediction for xt based on the previous labeled examples it has seen.

In reinforcement-learning settings, it receives a sequence of observation-action-reward tuples
(o1,�,�), . . . , (ot, at�1, rt�1). At each time t, it outputs a distribution over actions at based on the
current observation ot as well as previous observations, actions, and rewards. Crucially, following
existing work in meta-RL (Duan et al., 2016; Wang et al., 2016), we preserve the internal state of a
SNAIL across episode boundaries, which allows it to have memory that spans multiple episodes. The
observations also contain a binary input that indicates episode termination.

3.1 MODULAR BUILDING BLOCKS

We compose SNAIL architectures using a few primary building blocks. Below, we provide pseu-
docode for applying each block to a matrix ("inputs" in the pseudocode) of size (sequence length) ⇥
(input dimensionality). Note that, if any of the inputs are images, we employ an additional (spatial)
convolutional network that converts the image into a feature vector before it is passed into the SNAIL.
Figure 2 illustrates the different blocks visually.

Many techniques have been proposed to increase the capacity or accelerate the training of deep convo-
lutional architectures, including batch normalization (Ioffe & Szegedy (2015)), residual connections
(He et al. (2016)), and dense connections (Huang et al. (2016)). We found that these techniques
greatly improved the expressive capacity and training speed of SNAILs, but that no particular choice
of residual/dense configurations was essential for good performance (we explore the robustness of
SNAILs to architectural choices in Appendix B).

A dense block applies a single causal 1D-convolution with dilation rate R and D filters (we used
kernel size 2 in all experiments), and then concatenates the result with its input. We used the gated
activation function (line 3) introduced by van den Oord et al. (2016a;b).

1: function DENSEBLOCK(inputs, dilation rate R, number of filters D):
2: xf, xg = CausalConv(inputs, R, D), CausalConv(inputs, R, D)
3: activations = tanh(xf) * sigmoid(xg)
4: return concat(inputs, activations)
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A TC block consists of a series of dense blocks whose dilation rates increase exponentially until their
receptive field exceeds the desired sequence length:

1: function TCBLOCK(inputs, sequence length T , number of filters D):
2: for i in 1, . . . , dlog2 T e do
3: inputs = DenseBlock(inputs, 2i, D)
4: return inputs

A attention block performs a single key-value lookup; we style this operation after the self-attention
mechanism proposed by Vaswani et al. (2017a):

1: function ATTENTIONBLOCK(inputs, key size K, value size V ):
2: keys, query = affine(inputs, K), affine(inputs, K)
3: logits = matmul(query, transpose(keys))
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5: values = affine(inputs, V )
6: read = matmul(probs, values)
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where CausallyMaskedSoftmax(·) zeros out the appropriate probabilities before normalization, so
that a particular timestep’s query cannot have access to future keys/values.
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Figure 2: Two of the building blocks that compose SNAIL architectures. (a) A dense block applies
a causal 1D-convolution, and then concatenates the output to its input. A TC block (not pictured)
applies a series of dense blocks with exponentially-increasing dilation rates. (b) A attention block
performs a (causal) key-value lookup, and also concatenates the output to the input.
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Graves et al. (2014) investigated the use of recurrent neural networks (RNNs) to solve algorithmic
tasks. They experimented with a meta-learner implemented by an LSTM, but their results suggested
that LSTM architectures are ill-equipped for these kinds of tasks. They then designed a more
sophisticated RNN architecture, where an LSTM controller was coupled to an external memory bank
from which it can read and write, and demonstrated that these memory-augmented neural networks
(MANNs) achieved substantially better performance than LSTMs. Santoro et al. (2016) evaluated
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Figure 1: Overview of our simple neural attentive learner (SNAIL); in this example, two blocks of
TC layers (orange) are interleaved with two causal attention layers (green). The same class of model
architectures can be applied to both supervised and reinforcement learning.

In supervised settings, SNAIL receives as input a sequence of example-label pairs
(x1, y1), . . . , (xt�1, yt�1) for timesteps 1, . . . , t � 1, followed by an unlabeled example (xt,�).
It then outputs its prediction for xt based on the previous labeled examples it has seen.

In reinforcement-learning settings, it receives a sequence of observation-action-reward tuples
(o1,�,�), . . . , (ot, at�1, rt�1). At each time t, it outputs a distribution over actions at based on the
current observation ot as well as previous observations, actions, and rewards. Crucially, following
existing work in meta-RL (Duan et al., 2016; Wang et al., 2016), we preserve the internal state of a
SNAIL across episode boundaries, which allows it to have memory that spans multiple episodes. The
observations also contain a binary input that indicates episode termination.

3.1 MODULAR BUILDING BLOCKS

We compose SNAIL architectures using a few primary building blocks. Below, we provide pseu-
docode for applying each block to a matrix ("inputs" in the pseudocode) of size (sequence length) ⇥
(input dimensionality). Note that, if any of the inputs are images, we employ an additional (spatial)
convolutional network that converts the image into a feature vector before it is passed into the SNAIL.
Figure 2 illustrates the different blocks visually.

Many techniques have been proposed to increase the capacity or accelerate the training of deep convo-
lutional architectures, including batch normalization (Ioffe & Szegedy (2015)), residual connections
(He et al. (2016)), and dense connections (Huang et al. (2016)). We found that these techniques
greatly improved the expressive capacity and training speed of SNAILs, but that no particular choice
of residual/dense configurations was essential for good performance (we explore the robustness of
SNAILs to architectural choices in Appendix B).

A dense block applies a single causal 1D-convolution with dilation rate R and D filters (we used
kernel size 2 in all experiments), and then concatenates the result with its input. We used the gated
activation function (line 3) introduced by van den Oord et al. (2016a;b).

1: function DENSEBLOCK(inputs, dilation rate R, number of filters D):
2: xf, xg = CausalConv(inputs, R, D), CausalConv(inputs, R, D)
3: activations = tanh(xf) * sigmoid(xg)
4: return concat(inputs, activations)
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A TC block consists of a series of dense blocks whose dilation rates increase exponentially until their
receptive field exceeds the desired sequence length:

1: function TCBLOCK(inputs, sequence length T , number of filters D):
2: for i in 1, . . . , dlog2 T e do
3: inputs = DenseBlock(inputs, 2i, D)
4: return inputs

A attention block performs a single key-value lookup; we style this operation after the self-attention
mechanism proposed by Vaswani et al. (2017a):

1: function ATTENTIONBLOCK(inputs, key size K, value size V ):
2: keys, query = affine(inputs, K), affine(inputs, K)
3: logits = matmul(query, transpose(keys))
4: probs = CausallyMaskedSoftmax(logits /

p
K)

5: values = affine(inputs, V )
6: read = matmul(probs, values)
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where CausallyMaskedSoftmax(·) zeros out the appropriate probabilities before normalization, so
that a particular timestep’s query cannot have access to future keys/values.
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Figure 2: Two of the building blocks that compose SNAIL architectures. (a) A dense block applies
a causal 1D-convolution, and then concatenates the output to its input. A TC block (not pictured)
applies a series of dense blocks with exponentially-increasing dilation rates. (b) A attention block
performs a (causal) key-value lookup, and also concatenates the output to the input.
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is not a new idea. A key tradeoff central to many recent meta-learning approaches is between
performance and generality; we discuss several notable methods and how they fit into this paradigm.

Graves et al. (2014) investigated the use of recurrent neural networks (RNNs) to solve algorithmic
tasks. They experimented with a meta-learner implemented by an LSTM, but their results suggested
that LSTM architectures are ill-equipped for these kinds of tasks. They then designed a more
sophisticated RNN architecture, where an LSTM controller was coupled to an external memory bank
from which it can read and write, and demonstrated that these memory-augmented neural networks
(MANNs) achieved substantially better performance than LSTMs. Santoro et al. (2016) evaluated
both LSTM and MANN meta-learners on few-shot image classification, and confirm the inadequacy
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Figure 1: Overview of our simple neural attentive learner (SNAIL); in this example, two blocks of
TC layers (orange) are interleaved with two causal attention layers (green). The same class of model
architectures can be applied to both supervised and reinforcement learning.

In supervised settings, SNAIL receives as input a sequence of example-label pairs
(x1, y1), . . . , (xt�1, yt�1) for timesteps 1, . . . , t � 1, followed by an unlabeled example (xt,�).
It then outputs its prediction for xt based on the previous labeled examples it has seen.

In reinforcement-learning settings, it receives a sequence of observation-action-reward tuples
(o1,�,�), . . . , (ot, at�1, rt�1). At each time t, it outputs a distribution over actions at based on the
current observation ot as well as previous observations, actions, and rewards. Crucially, following
existing work in meta-RL (Duan et al., 2016; Wang et al., 2016), we preserve the internal state of a
SNAIL across episode boundaries, which allows it to have memory that spans multiple episodes. The
observations also contain a binary input that indicates episode termination.

3.1 MODULAR BUILDING BLOCKS

We compose SNAIL architectures using a few primary building blocks. Below, we provide pseu-
docode for applying each block to a matrix ("inputs" in the pseudocode) of size (sequence length) ⇥
(input dimensionality). Note that, if any of the inputs are images, we employ an additional (spatial)
convolutional network that converts the image into a feature vector before it is passed into the SNAIL.
Figure 2 illustrates the different blocks visually.

Many techniques have been proposed to increase the capacity or accelerate the training of deep convo-
lutional architectures, including batch normalization (Ioffe & Szegedy (2015)), residual connections
(He et al. (2016)), and dense connections (Huang et al. (2016)). We found that these techniques
greatly improved the expressive capacity and training speed of SNAILs, but that no particular choice
of residual/dense configurations was essential for good performance (we explore the robustness of
SNAILs to architectural choices in Appendix B).

A dense block applies a single causal 1D-convolution with dilation rate R and D filters (we used
kernel size 2 in all experiments), and then concatenates the result with its input. We used the gated
activation function (line 3) introduced by van den Oord et al. (2016a;b).

1: function DENSEBLOCK(inputs, dilation rate R, number of filters D):
2: xf, xg = CausalConv(inputs, R, D), CausalConv(inputs, R, D)
3: activations = tanh(xf) * sigmoid(xg)
4: return concat(inputs, activations)
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A TC block consists of a series of dense blocks whose dilation rates increase exponentially until their
receptive field exceeds the desired sequence length:

1: function TCBLOCK(inputs, sequence length T , number of filters D):
2: for i in 1, . . . , dlog2 T e do
3: inputs = DenseBlock(inputs, 2i, D)
4: return inputs

A attention block performs a single key-value lookup; we style this operation after the self-attention
mechanism proposed by Vaswani et al. (2017a):

1: function ATTENTIONBLOCK(inputs, key size K, value size V ):
2: keys, query = affine(inputs, K), affine(inputs, K)
3: logits = matmul(query, transpose(keys))
4: probs = CausallyMaskedSoftmax(logits /

p
K)

5: values = affine(inputs, V )
6: read = matmul(probs, values)
7: return concat(inputs, read)

where CausallyMaskedSoftmax(·) zeros out the appropriate probabilities before normalization, so
that a particular timestep’s query cannot have access to future keys/values.

(a) Dense Block (dilation rate R, D lters)

concatenate

inputs, shape [T, C]

outputs, shape [T, C + D] 

causal conv, kernel 2
dilation R, D lters

(b) Attention Block (key size K, value size V)

concatenate

inputs, shape [T, C]

outputs, shape [T, C + V] 

a ne, output size K 
(query)

a ne, output size K
(keys)

a ne, output size V 
(values) matmul, masked softmax

matmul

Figure 2: Two of the building blocks that compose SNAIL architectures. (a) A dense block applies
a causal 1D-convolution, and then concatenates the output to its input. A TC block (not pictured)
applies a series of dense blocks with exponentially-increasing dilation rates. (b) A attention block
performs a (causal) key-value lookup, and also concatenates the output to the input.

4 RELATED WORK

Pioneered by Schmidhuber (1987); Naik & Mammone (1992); Thrun & Pratt (1998), meta-learning
is not a new idea. A key tradeoff central to many recent meta-learning approaches is between
performance and generality; we discuss several notable methods and how they fit into this paradigm.

Graves et al. (2014) investigated the use of recurrent neural networks (RNNs) to solve algorithmic
tasks. They experimented with a meta-learner implemented by an LSTM, but their results suggested
that LSTM architectures are ill-equipped for these kinds of tasks. They then designed a more
sophisticated RNN architecture, where an LSTM controller was coupled to an external memory bank
from which it can read and write, and demonstrated that these memory-augmented neural networks
(MANNs) achieved substantially better performance than LSTMs. Santoro et al. (2016) evaluated
both LSTM and MANN meta-learners on few-shot image classification, and confirm the inadequacy
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Model 5-class
1-shot 5-shot

Baseline-finetune 28.86± 0.54% 49.79± 0.79%
Baseline-nearest-neighbor 41.08± 0.70% 51.04± 0.65%

Matching Network 43.40± 0.78% 51.09± 0.71%
Matching Network FCE 43.56± 0.84% 55.31± 0.73%

Meta-Learner LSTM (OURS) 43.44± 0.77% 60.60± 0.71%

Table 1: Average classification accuracies on Mini-ImageNet with 95% confidence intervals.
Marked in bold are the best results for each scenario, as well as other results with an overlapping
confidence interval.

5 classes. We use 15 examples per class for evaluation in each test set. We compare against two
baselines and a recent metric-learning technique, Matching Networks (Vinyals et al., 2016), which
has achieved state-of-the-art results in few-shot learning. The results are shown in Table 1.

The first baseline we use is a nearest-neighbor baseline (Baseline-nearest-neighbor), where we first
train a network to classify between all the classes jointly in the original meta-training set. At meta-
test time, for each dataset D, we embed all the items in the training set using our trained network
and then use nearest-neighbor matching among the embedded training examples to classify each test
example. The second baseline we use (Baseline-finetune) represents a coarser version of our meta-
learner model. As in the first baseline, we start by training a network to classify jointly between all
classes in the meta-training set. We then use the meta-validation set to search over SGD hyperpa-
rameters, where each training set is used to fine-tune the pre-trained network before evaluating on
the test set. We use a fixed number of updates for fine tuning and search over the learning rate and
learning rate decay used during the course of these updates.

For Matching Networks, we implemented our own version of both the basic and the fully-conditional
embedding (FCE) versions. In the basic version, a convolutional network is trained to learn indepen-
dent embeddings for examples in the training and test set. In the FCE version, a bidirectional-LSTM
is used to learn an embedding for the training set such that each training example’s embedding is
also a function of all the other training examples. Additionally, an attention-LSTM is used so that
a test example embedding is also a function of all the embeddings of the training set. We do not
consider fine-tuning the network using the train set during meta-testing to improve performance as
mentioned in Vinyals et al. (2016), but do note that our meta-learner could also be fine-tuned using
this data. Note that to remain consistent with Vinyals et al. (2016), our baseline and matching net
convolutional networks have 4 layers each with 64 filters. We also added dropout to each convolu-
tional block in matching nets to prevent overfitting.

For our meta-learner, we train different models for the 1-shot and 5-shot tasks, that make 12 and
5 updates, respectively. We noticed that better performance for each task was attained if the meta-
learner is explicitly trained to do the set number of updates during meta-training that will be used
during meta-testing.

We attain results that are much better than the baselines discussed and competitive with Matching
Networks. For 5-shot, we are able to do much better than Matching Networks, whereas for 1-shot,
the confidence interval for our performance intersects the interval for Matching Networks. Again,
we note that the numbers do not match the ones provided by Vinyals et al. (2016) simply because we
created our version of the dataset and implemented our own versions of their model. It is interesting
to note that the fine-tuned baseline is worse than the nearest-neighbor baseline. Because we are
not regularizing the model, with very few updates the fine-tuning model overfits, especially in the
1-shot case. This propensity to overfit speaks to the benefit of training the initialization of the model
end-to-end as is done in the meta-learning LSTM.

5.2 VISUALIZATION OF META-LEARNER

We also visualize the optimization strategy learned by the meta-learner, in Figure 2. We can look
at the it and ft gate values in Equation 2 at each update step, to try to get an understanding of how
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rameters, where each training set is used to fine-tune the pre-trained network before evaluating on
the test set. We use a fixed number of updates for fine tuning and search over the learning rate and
learning rate decay used during the course of these updates.

For Matching Networks, we implemented our own version of both the basic and the fully-conditional
embedding (FCE) versions. In the basic version, a convolutional network is trained to learn indepen-
dent embeddings for examples in the training and test set. In the FCE version, a bidirectional-LSTM
is used to learn an embedding for the training set such that each training example’s embedding is
also a function of all the other training examples. Additionally, an attention-LSTM is used so that
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5 updates, respectively. We noticed that better performance for each task was attained if the meta-
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Figure 2: Example of the semi-supervised few-shot learning setup. Training involves iterating through training
episodes, consisting of a support set S, an unlabeled set R, and a query set Q. The goal is to use the labeled
items (shown with their numeric class label) in S and the unlabeled items in R within each episode to generalize
to good performance on the corresponding query set. The unlabeled items in R may either be pertinent to the
classes we are considering (shown above with green plus signs) or they may be distractor items which belong
to a class that is not relevant to the current episode (shown with red minus signs). However note that the model
does not actually have ground truth information as to whether each unlabeled example is a distractor or not; the
plus/minus signs are shown only for illustrative purposes. At test time, we are given new episodes consisting
of novel classes not seen during training that we use to evaluate the meta-learning method.

3.1 SEMI-SUPERVISED PROTOTYPICAL NETWORKS

In their original formulation, Prototypical Networks do not specify a way to leverage the unlabeled
set R. In what follows, we now propose various extensions that start from the basic definition
of prototypes pc and provide a procedure for producing refined prototypes p̃c using the unlabeled
examples in R.

Before Refinement After Refinement

Figure 3: Left: The prototypes are initialized based on the mean
location of the examples of the corresponding class, as in ordinary
Prototypical Networks. Support, unlabeled, and query examples have
solid, dashed, and white colored borders respectively. Right: The refined
prototypes obtained by incorporating the unlabeled examples, which
classifies all query examples correctly.

After the refined prototypes are
obtained, each of these models
is trained with the same loss
function for ordinary Prototypi-
cal Networks of Equation 3, but
replacing pc with p̃c. That is,
each query example is classi-
fied into one of the N classes
based on the proximity of its
embedded position with the cor-
responding refined prototypes,
and the average negative log-
probability of the correct classi-
fication is used for training.

3.1.1 PROTOTYPICAL NETWORKS WITH SOFT k-MEANS

We first consider a simple way of leveraging unlabeled examples for refining prototypes, by
taking inspiration from semi-supervised clustering. Viewing each prototype as a cluster center,
the refinement process could attempt to adjust the cluster locations to better fit the examples in both
the support and unlabeled sets. Under this view, cluster assignments of the labeled examples in the
support set are considered known and fixed to each example’s label. The refinement process must
instead estimate the cluster assignments of the unlabeled examples and adjust the cluster locations
(the prototypes) accordingly.
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the contribution of unlabeled examples. At a high level, we want unlabeled examples that are closer
to a prototype to be masked less than those that are farther.

More specifically, we modify the soft k-means refinement as follows. We start by computing
normalized distances d̃j,c between examples x̃j and prototypes pc:

d̃j,c =
dj,c

1
M

P
j dj,c

, where dj,c = ||h(x̃j)� pc||22 (7)

Then, soft thresholds �c and slopes �c are predicted for each prototype, by feeding to a small neural
network various statistics of the normalized distances for the prototype:

[�c, �c] = MLP

✓
min
j

(d̃j,c),max
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This allows each threshold to use information on the amount of intra-cluster variation to determine
how aggressively it should cut out unlabeled examples.

Then, soft masks mj,c for the contribution of each example to each prototype are computed, by
comparing to the threshold the normalized distances, as follows:

p̃c =

P
i h(xi)zi,c +

P
j h(x̃j)z̃j,cmj,cP

i zi,c +
P

j z̃j,cmj,c
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⌘⌘
(9)

where �(·) is the sigmoid function.

When training with this refinement process, the model can now use its MLP in Equation 8 to learn
to include or ignore entirely certain unlabeled examples. The use of soft masks makes this process
entirely differentiable2. Finally, much like for regular soft k-means (with or without a distractor
cluster), while we could recursively repeat the refinement for multiple steps, we found a single step
to perform well enough.

4 RELATED WORK

We summarize here the most relevant work from the literature on few-shot learning, semi-supervised
learning and clustering.

The best performing methods for few-shot learning use the episodic training framework prescribed
by meta-learning. The approach within which our work falls is that of metric learning methods.
Previous work in metric-learning for few-shot-classification includes Deep Siamese Networks (Koch
et al., 2015), Matching Networks (Vinyals et al., 2016), and Prototypical Networks (Snell et al.,
2017), which is the model we extend to the semi-supervised setting in our work. The general idea
here is to learn an embedding function that embeds examples belonging to the same class close
together while keeping embeddings from separate classes far apart. Distances between embeddings
of items from the support set and query set are then used as a notion of similarity to do classification.
Lastly, closely related to our work with regard to extending the few-shot learning setting, Bachman
et al. (2017) employ Matching Networks in an active learning framework where the model has a
choice of which unlabeled item to add to the support set over a certain number of time steps before
classifying the query set. Unlike our setting, their meta-learning agent can acquire ground-truth
labels from the unlabeled set, and they do not use distractor examples.

Other meta-learning approaches to few-shot learning include learning how to use the support set
to update a learner model so as to generalize to the query set. Recent work has involved learning
either the weight initialization and/or update step that is used by a learner neural network (Ravi
& Larochelle, 2017; Finn et al., 2017). Another approach is to train a generic neural architecture
such as a memory-augmented recurrent network (Santoro et al., 2016) or a temporal convolutional
network (Mishra et al., 2017) to sequentially process the support set and perform accurate
predictions of the labels of the query set examples. These other methods are also competitive for
few-shot learning, but we chose to extend Prototypical Networks in this work for its simplicity and
efficiency.

2We stop gradients from passing through the computation of the statistics in Equation 8, to avoid potential
numerical instabilities.
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efficiency.

2We stop gradients from passing through the computation of the statistics in Equation 8, to avoid potential
numerical instabilities.

6



EXTENSIONS AND VARIATIONS
• Semi-supervised learning (with distractors)
‣ assign soft-labels to unlabeled examples

‣ use soft-labels to refine prototypes

 38

• Meta-Learning for Semi-supervised Few-Shot Classification (2018) 
Ren, Triantafillou, Ravi, Snell, Swersky, Tenenbaum, Larochelle and Zemel

Published as a conference paper at ICLR 2018

1 2 3
? ?

1 2 3 ? ?

Training

Testing

Query Set

Query Set

Support Set

Support Set

Unlabeled Set

Unlabeled Set

?

?

Figure 2: Example of the semi-supervised few-shot learning setup. Training involves iterating through training
episodes, consisting of a support set S, an unlabeled set R, and a query set Q. The goal is to use the labeled
items (shown with their numeric class label) in S and the unlabeled items in R within each episode to generalize
to good performance on the corresponding query set. The unlabeled items in R may either be pertinent to the
classes we are considering (shown above with green plus signs) or they may be distractor items which belong
to a class that is not relevant to the current episode (shown with red minus signs). However note that the model
does not actually have ground truth information as to whether each unlabeled example is a distractor or not; the
plus/minus signs are shown only for illustrative purposes. At test time, we are given new episodes consisting
of novel classes not seen during training that we use to evaluate the meta-learning method.

3.1 SEMI-SUPERVISED PROTOTYPICAL NETWORKS

In their original formulation, Prototypical Networks do not specify a way to leverage the unlabeled
set R. In what follows, we now propose various extensions that start from the basic definition
of prototypes pc and provide a procedure for producing refined prototypes p̃c using the unlabeled
examples in R.

Before Refinement After Refinement

Figure 3: Left: The prototypes are initialized based on the mean
location of the examples of the corresponding class, as in ordinary
Prototypical Networks. Support, unlabeled, and query examples have
solid, dashed, and white colored borders respectively. Right: The refined
prototypes obtained by incorporating the unlabeled examples, which
classifies all query examples correctly.

After the refined prototypes are
obtained, each of these models
is trained with the same loss
function for ordinary Prototypi-
cal Networks of Equation 3, but
replacing pc with p̃c. That is,
each query example is classi-
fied into one of the N classes
based on the proximity of its
embedded position with the cor-
responding refined prototypes,
and the average negative log-
probability of the correct classi-
fication is used for training.

3.1.1 PROTOTYPICAL NETWORKS WITH SOFT k-MEANS

We first consider a simple way of leveraging unlabeled examples for refining prototypes, by
taking inspiration from semi-supervised clustering. Viewing each prototype as a cluster center,
the refinement process could attempt to adjust the cluster locations to better fit the examples in both
the support and unlabeled sets. Under this view, cluster assignments of the labeled examples in the
support set are considered known and fixed to each example’s label. The refinement process must
instead estimate the cluster assignments of the unlabeled examples and adjust the cluster locations
(the prototypes) accordingly.
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the contribution of unlabeled examples. At a high level, we want unlabeled examples that are closer
to a prototype to be masked less than those that are farther.

More specifically, we modify the soft k-means refinement as follows. We start by computing
normalized distances d̃j,c between examples x̃j and prototypes pc:

d̃j,c =
dj,c

1
M

P
j dj,c

, where dj,c = ||h(x̃j)� pc||22 (7)

Then, soft thresholds �c and slopes �c are predicted for each prototype, by feeding to a small neural
network various statistics of the normalized distances for the prototype:

[�c, �c] = MLP

✓
min
j

(d̃j,c),max
j

(d̃j,c), var
j
(d̃j,c), skew

j
(d̃j,c), kurt

j
(d̃j,c)

�◆
(8)

This allows each threshold to use information on the amount of intra-cluster variation to determine
how aggressively it should cut out unlabeled examples.

Then, soft masks mj,c for the contribution of each example to each prototype are computed, by
comparing to the threshold the normalized distances, as follows:

p̃c =

P
i h(xi)zi,c +

P
j h(x̃j)z̃j,cmj,cP

i zi,c +
P

j z̃j,cmj,c
, where mj,c = �

⇣
��c

⇣
d̃j,c � �c

⌘⌘
(9)

where �(·) is the sigmoid function.

When training with this refinement process, the model can now use its MLP in Equation 8 to learn
to include or ignore entirely certain unlabeled examples. The use of soft masks makes this process
entirely differentiable2. Finally, much like for regular soft k-means (with or without a distractor
cluster), while we could recursively repeat the refinement for multiple steps, we found a single step
to perform well enough.

4 RELATED WORK

We summarize here the most relevant work from the literature on few-shot learning, semi-supervised
learning and clustering.

The best performing methods for few-shot learning use the episodic training framework prescribed
by meta-learning. The approach within which our work falls is that of metric learning methods.
Previous work in metric-learning for few-shot-classification includes Deep Siamese Networks (Koch
et al., 2015), Matching Networks (Vinyals et al., 2016), and Prototypical Networks (Snell et al.,
2017), which is the model we extend to the semi-supervised setting in our work. The general idea
here is to learn an embedding function that embeds examples belonging to the same class close
together while keeping embeddings from separate classes far apart. Distances between embeddings
of items from the support set and query set are then used as a notion of similarity to do classification.
Lastly, closely related to our work with regard to extending the few-shot learning setting, Bachman
et al. (2017) employ Matching Networks in an active learning framework where the model has a
choice of which unlabeled item to add to the support set over a certain number of time steps before
classifying the query set. Unlike our setting, their meta-learning agent can acquire ground-truth
labels from the unlabeled set, and they do not use distractor examples.

Other meta-learning approaches to few-shot learning include learning how to use the support set
to update a learner model so as to generalize to the query set. Recent work has involved learning
either the weight initialization and/or update step that is used by a learner neural network (Ravi
& Larochelle, 2017; Finn et al., 2017). Another approach is to train a generic neural architecture
such as a memory-augmented recurrent network (Santoro et al., 2016) or a temporal convolutional
network (Mishra et al., 2017) to sequentially process the support set and perform accurate
predictions of the labels of the query set examples. These other methods are also competitive for
few-shot learning, but we chose to extend Prototypical Networks in this work for its simplicity and
efficiency.

2We stop gradients from passing through the computation of the statistics in Equation 8, to avoid potential
numerical instabilities.
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To overcome this difficulty, we propose to replace the simple encoder function f(s) with a context-
sensitive attention mechanism ft(s, x<t). It produces an encoding of the context that depends on
the image generated up until the current step t. The weights are shared over t.

ft(s, x<t)

Target image, xSupport image, s

attn

mul

qt
pvalue

pkey

α

reduce
sum 1 x 1 x P

K x K x P

K x K x P W x H x P

W x H x 3W x H x 3

K x K x 1

K x K x P

Figure 2: The PixelCNN attention mechanism.

We will use the following nota-
tion. Let the target image be x 2
RH⇥W⇥3. and the support set images
be s 2 RS⇥H⇥W⇥3, where S is the
number of supports.

To capture texture information, we
encode all supporting images with a
shallow convolutional network, typi-
cally only two layers. Each hidden
unit of the resulting feature map will
have a small receptive field, e.g. cor-
responding to a 10 ⇥ 10 patch in a
support set image. We encode these
support images into a set of spatially-
indexed key and value vectors.

After encoding the support images in
parallel, we reshape the resulting S⇥
K ⇥K ⇥ 2P feature maps to squeeze out the spatial dimensions, resulting in a SK2 ⇥ 2P matrix.

p = fpatch(s) = reshape(CNN(s), [SK2 ⇥ 2P ]) (2)

pkey = p[:, 0 : P ], pvalue = p[:, P : 2P ] (3)

where CNN is a shallow convolutional network. We take the first P channels as the patch key vectors
pkey 2 RSK

2⇥P and the second P channels as the patch value vectors pvalue 2 RSK
2⇥P . Together

these form a queryable memory for image generation.

To query this memory, we need to encode both the global context from the support set s as well
as the pixels x<t generated so far. We can obtain these features simply by taking any layer of a
PixelCNN conditioned on the support set:

qt = PixelCNNL(f(s), x<t), (4)

where L is the desired layer of hidden unit activations within the PixelCNN network. In practice we
use the middle layer.

To incorporate the patch attention features into the pixel predictions, we build a scoring function us-
ing q and pkey . Following the design proposed by Bahdanau et al. (2014), we compute a normalized
matching score ↵tj between query pixel qt and supporting patch pkey

j
as follows:

etj = vT tanh(qt + pkey
j

) (5)

↵tj = exp(etj)/
P

SK
2

k=1 exp(eik). (6)

The resulting attention-gated context function can be written as:

ft(s, x<t) =
P

SK
2

j=1 ↵tjpvaluej
(7)

which can be substituted into the objective in equation 1. In practice we combine the attention
context features ft(s, x<t) with global context features f(s) by channel-wise concatenation.

This attention mechanism can also be straightforwardly applied to the multiscale PixelCNN archi-
tecture of Reed et al. (2017). In that model, pixel factors P (xt|x<t, ft(s, x<t)) are simply replaced
by pixel group factors P (xg|x<g, fg(s, x<g)), where g indexes a set of pixels and < g indicates all
pixels in previous pixel groups, including previously-generated lower resolutions.

We find that a few simple modifications to the above design can significantly improve performance.
First, we can augment the supporting images with a channel encoding relative position within the
image, normalized to [�1, 1]. One channel is added for x-position, another for y-position. When
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PixelCNN Model NLL test(train)

Conditional PixelCNN 0.077(0.067)
Attention PixelCNN 0.066(0.062)
Meta PixelCNN 0.068(0.065)
Attention Meta PixelCNN 0.069(0.065)

Table 2: Omniglot NLL in nats/pixel with four support examples. Attention Meta PixelCNN is a
model combining attention with gradient-based weight updates for few-shot learning.

Meta PixelCNN also achieves state-of-the-art likelihoods, only outperformed by Attention Pixel-
CNN (see Table 2). Naively combining attention and meta learning does not seem to help. How-
ever, there are likely more effective ways to combine attention and meta learning, such as varying
the inner loss function or using multiple meta-gradient steps, which could be future work.

Attention PixelCNNPixelCNNSupports Meta PixelCNN

Figure 4: Typical Omniglot samples from PixelCNN, Attention PixelCNN, and Meta PixelCNN.

Figure 1 shows several key frames of the attention model sampling Omniglot. Within each column,
the left part shows the 4 support set images. The red overlay indicates the attention head read
weights. The red attention pixel is shown over the center of the corresponding patch to which it
attends. The right part shows the progress of sampling the image, which proceeds in raster order.
We observe that as expected, the network learns to attend to corresponding regions of the support
set when drawing each portion of the output image. Figure 4 compares results with and without
attention. Here, the difference in likelihood clearly correlates with improvement in sample quality.

4.3 STANFORD ONLINE PRODUCTS

In this section we demonstrate results on natural images from online product listings in the Stanford
Online Products Dataset (Song et al., 2016). The data consists of sets of images showing the same
product gathered from eBay product listings. There are 12 broad product categories. The training
set has 11, 318 distinct objects and the testing set has 11, 316 objects.

The task is, given a set of 3 images of a single object, induce a density model over images of
that object. This is a very challenging problem because the target image camera is arbitrary and
unknown, and the background may also change dramatically. Some products are shown cleanly
with a white background, and others are shown in a usage context. Some views show the entire
product, and others zoom in on a small region.

For this dataset, we found it important to use a multiscale architecture as in Reed et al. (2017).
We used three scales: 8 ⇥ 8, 16 ⇥ 16 and 32 ⇥ 32. The base scale uses the standard PixelCNN
architecture with 12 layers and 128 planes per layer, with 512 planes in the penultimate layer. The
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(a) Linear Classifier with Weight Adaptation. Changes in the shading of each connection with the
output unit for two users illustrates that the weights of the classifier vary based on each user’s item
history. The output bias indicated by the shades of the circles however remains the same.
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(b) Non-linear Classifier with Bias Adaptation. Changes in the shading of each unit between two
users illustrates that the biases of these units vary based on each user’s item history. The weights
however remain the same.

Figure 1: Proposed meta-learning architectures

While bias b of the classifier is constant across users, its weight vector varies with user-specific
item histories (i.e., based on the representative embeddings for classes). This means that different
dimensions of F(ti), such as properties of item ti, get weighted differently depending on the user.

While simple, the LWA method can be quite effective (see Section 5). Moreover, in some cases, it
may be preferred over more complex methods because it allows significant amount of computation
to be performed offline. For example, in Eq. 5, the only quantities that are unknown at prediction
time are F(ti). All the rest, including R

c

j
, can be pre-computed, reducing the cost of prediction to

the computation of one dot product and one sigmoid.

3.2 Non-linear Classifier with Task-dependent Bias

Our first meta-learning strategy is simple and is reminiscent of MF with non-linear embeddings.
However, it limits the effect of task information, specifically R

0
j

and R
1
j
, on the final prediction.

Our second strategy, NLBA, learns a neural network classifier with H hidden-layers where the bias
(first term) and weights (second term) of the output, as well as the biases (third term) and weights
(fourth term) of all hidden layers are determined as follows:

[v0
R

0
j

+ v1
R

1
j
,w, {V0

l
R

0
j

+ V1
l
R

1
j
}
H

l=1, {Wl}
H

l=1] = H(Vj) (6)
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Figure 2. Meta-learning with hallucination. Given an initial train-
ing set Strain, we create an augmented training set Saug

train by
adding a set of generated examples SG

train. SG
train is obtained by

sampling real seed examples and noise vectors z and passing them
to a parametric hallucinator G. The hallucinator is trained end-to-
end along with the classification algorithm h. Dotted red arrows
indicate the flow of gradients during back-propagation.

The parameters to be learned are w�,wg , and wf . We
call this novel modification to matching networks prototype
matching networks.

4. Meta-Learning with Learned Hallucination

We now present our approach to low-shot learning by
learning to hallucinate additional examples. Given an initial
training set Strain, we want a way of sampling additional
hallucinated examples. Following recent work on genera-
tive modeling [11, 15], we will model this stochastic pro-
cess by way of a deterministic function operating on a noise
vector as input. Intuitively, we want our hallucinator to take
a single example of an object category and produce other
examples in different poses or different surroundings. We
therefore write this hallucinator as a function G(x, z;wG)
that takes a seed example x and a noise vector z as input,
and produces a hallucinated example as output. The param-
eters of this hallucinator are wG.

We first describe how this hallucinator is used in meta-
testing, and then discuss how we train the hallucinator.

Hallucination during meta-testing: During meta-testing,
we are given an initial training set Strain. We then halluci-
nate ngen new examples using the hallucinator. Each hal-
lucinated example is obtained by sampling a real example
(x, y) from Strain, sampling a noise vector z, and passing
x and z to G to obtain a generated example (x0, y) where
x0 = G(x, z;wG). We take the set of generated examples
SG
train and add it to the set of real examples to produce an

augmented training set Saug
train = Strain [ SG

train. We can
now simply use this augmented training set to produce con-
ditional probability estimates using h. Note that the hal-
lucinator parameters are kept fixed here; any learning that
happens, happens within the classification algorithm h.

Meta-training the hallucinator: The goal of the hallucina-
tor is to produce examples that help the classification algo-

rithm learn a better classifier. This goal differs from real-
ism: realistic examples might still fail to capture the many
modes of variation of visual concepts, while unrealistic hal-
lucinations can still lead to a good decision boundary [4].
We therefore propose to directly train the hallucinator to
support the classification algorithm by using meta-learning.

As before, in each meta-training iteration, we sample
m classes from the set of all classes, and at most n ex-
amples per class. Then, for each class, we use G to
generate ngen additional examples till there are exactly
naug examples per class. Again, each hallucinated ex-
ample is of the form (x0, y), where x0 = G(x, z;wG),
(x, y) is a sampled example from Strain and z is a sam-
pled noise vector. These additional examples are added
to the training set Strain to produce an augmented train-
ing set Saug

train. Then this augmented training set is fed
to the classification algorithm h, to produce the final lossP

(x,y)2Stest
L(h(x, Saug

train), y), where Saug
train = Strain [

SG
train and SG

train = {(G(xi, zi;wG), yi)
ngen

i=1 : (xi, yi) 2
Strain}.

To train the hallucinator G, we require that the classi-
fication algorithm h(x, Saug

train;w) is differentiable with re-
spect to the elements in Saug

train. This is true for many meta-
learning algorithms. For example, in prototypical networks,
h will pass every example in the training set through a fea-
ture extractor, compute the class means in this feature space,
and use the distances between the test point and the class
means to estimate class probabilities. If the feature extrac-
tor is differentiable, then the classification algorithm itself
is differentiable with respect to the examples in the training
set. This allows us to back-propagate the final loss and up-
date not just the parameters of the classification algorithm
h, but also the parameters wG of the hallucinator. Figure 2
shows a schematic of the entire process.

Using meta-learning to train the hallucinator and the
classification algorithm has two benefits. First, the hal-
lucinator is directly trained to produce the kinds of hal-
lucinations that are useful for class distinctions, removing
the need to precisely tune realism or diversity, or the right
modes of variation to hallucinate. Second, the classifica-
tion algorithm is trained jointly with the hallucinator, which
enables it to make allowances for any errors in the halluci-
nation. Conversely, the hallucinator can spend its capacity
on suppressing precisely those errors which throw the clas-
sification algorithm off.

Note that the training process is completely agnostic to
the specific meta-learning algorithm used. We will show in
our experiments that our hallucinator provides significant
gains irrespective of the meta-learner.

5. Experimental Protocol

We use the benchmark proposed by Hariharan and Gir-
shick [13]. This benchmark captures more realistic scenar-
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Since the example I/O grids are of varying dimensions, the learning task is not to induce a single
trace that only works on grids of a fixed size, but rather to induce a program that can can perform the
desired action on “arbitrary-size grids”, thereby forcing it to use the loop structure appropriately.

Figure 1: Karel Domain: On the left, a sample task from the Karel domain with two training I/O
examples (I1, O1), (I2, O2) and one test I/O example (Î , Ô). The computer is Karel, the circles
represent markers and the brick wall represents obstacles. On the right, the language spec for Karel.

In this work, we only explore the induction variant of Karel, where instead of attempting to synthesize
the program, we attempt to directly generate the output grid Ô from a corresponding input grid Î .
Although the underlying program is used to generate the training data, it is not used by the model in
any way, so in principle it does not have to explicitly exist. For example, a more complex real-world
analogue would be a system where a user controls a drone to provide examples of a task such as
“Fly around the boundary of the forest, and if you see a deer, take a picture of it, then return home.”
Such a task might be difficult to represent using a program, but could be possible with a sufficiently
powerful and well-trained induction model, especially if cross-task knowledge sharing is used.

3 Plain Program Induction

In this work, plain program induction (denoted as PLAIN) refers to the supervised training of a
parametric model using a set of input/output examples (I1, O1), ..., (IN , ON ), such that the model
can take some new Î as input and emit the corresponding Ô. In this scenario, all I/O examples in
training and test correspond to the same task (i.e., underlying program or algorithm), such as sorting
a list of integers. Examples of past work in plain program induction using neural networks include
[7, 11, 12, 8, 4, 20, 2].

For the Karel domain, we use a simple architecture shown on the left side of Figure 2. The
input feature map are an 16-dimensional vector with n-hot encodings to represent the objects
of the cell, i.e., (AgentFacingNorth, AgentFacingEast, ..., OneMarker, TwoMarkers,
..., Obstacle). Additionally, instead of predicting the output grid directly, we use an
LSTM to predict the delta between the input grid and output grid as a series of tokens us-
ing. For example, AgentRow=+1 AgentCol=+2 HeroDir=south MarkerRow=0 MarkerCol=0
MarkerCount=+2 would indicate that the hero has moved north 1 row, east 2 rows, is facing south,
and also added two markers on its starting position. This sequence can be deterministically applied to
the input to create the output grid. Specific details about the model architecture and training are given
in Section 8.

4 Portfolio-Adapted Program Induction

Most past work in neural programs induction assumes that a very large amount of training data is
available to train a particular task, and ignores data sparsity issues entirely. However, in a practical
scenario such as the FlashFill domain described in Section 1 or the real-world Karel analogue
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Figure 2: Network Architecture: Diagrams for the general network architectures used for the Karel
domain. Specifics of the model are provided in Section 8.

described in Section 2, I/O examples for a new task must be provided by the user. In this case, it may
be unrealistic to expect more than a handful of I/O examples corresponding to a new task.

Of course, it is typically infeasible to train a deep neural network from scratch with only a handful of
training examples. Instead, we consider a scenario where data is available for a number of background
tasks from the same task family. In the Karel domain, the task family is simply any task from the
Karel DSL, but in principle the task family can be more a more abstract concept such as “The set of
string transformations that a user might perform on columns in a spreadsheet.”

One way of taking advantage of such background tasks is with straightforward transfer learning,
which we refer to as portfolio-adapted program induction (denoted as PLAIN+ADAPT). Here, we
have a portfolio of models each trained on a single background I/O task. To train an induction model
for a new task, we select the “best” background model and use it as an initialization point for training
our new model. This is analogous to the type of transfer learning used in standard classification
tasks like image recognition or machine translation [10, 15]. The criteria by which we select this
background model is to score the training I/O examples for the new task with each model in the
portfolio, and select the one with the highest log-likelihood.

5 Meta Program Induction

Although we expect that PLAIN+ADAPT will allow us to learn an induction model with fewer I/O
examples than training from scratch, it is still subject to the normal pitfalls of SGD-based training.
In particular, it is typically very difficult to train powerful DNNs using very few I/O examples (e.g.,
< 100) without encountering significant overfitting.

An alternative method is to train a single network which represents an entire (exponentially large)
family of tasks, and the latent representation of a particular task is represented by conditioning on
the training I/O examples for that task. We refer to this type of model as meta induction (denoted as
META) because instead of using SGD to learn a latent representation of a particular task based on I/O
examples, we are using SGD to learn how to learn a latent task representation based on I/O examples.

More specifically, our meta induction architecture takes as input a set of demonstration examples
(I1, O1), ..., (Ik, Ok) and an additional eval input Î , and emits the corresponding output Ô. A diagram
is shown in Figure 2. The number of demonstration examples k is typically small, e.g., 1 to 5. At
training time, we are given a large number of tasks with k + 1 examples each. During training,
one example is chosen at random to represent the eval example, the others are used to represent the
demonstration examples. At test time, we are given k I/O examples which correspond to a new task
that was not seen at training, along with one or more eval inputs Î . Then, we are able to generate
the corresponding Ô for the new task without performing any SGD. The META model could also be
described as a k-shot learning system, closely related to Duan et al. [6] and Santoro et al. [19].

In a scenario where a moderate number of I/O examples are available at test time, e.g., 10 to 100,
performing meta induction is non-trivial. It is not computationally feasible to train a model which is
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Figure 1: Guided network for few-shot segmentation. See Section 4 for details.

across the spectrum from one annotated pixel up to full, dense masks. Our few-shot segmentor is
task-agnostic in switching as directed by annotations, data efficient in learning from few pixelwise
annotations, and correctable in incrementally incorporating more supervision.

The few-shot setting divides the input into an annotated support, which supervises the task to be done,
and an unannotated query that should be segmented accordingly. In this work we address these key
parts of the few-shot segmentation problem: (1) how to summarize the sparse, structured support
into a task representation, (2) how to condition pixelwise inference on the given task representation,
and (3) how to synthesize segmentation tasks for accuracy and generality. Structured output poses
challenges for each of these aspects due to its high-dimensional, statistically dependent, and skewed
input and output distributions. We make connections to few-shot methods in the image classification
setting as we adapt them to segmentation for comparison with our approach.

We propose a new class of guided networks that extend few-shot and fully convolutional architectures;
see Figure 1. Given an annotated support set and query image, the guide g extracts a latent represen-
tation z of the task, which directs the segmentation of the query by f✓. We carry out a comprehensive
comparison of how to encode the support (Section 4.1), and introduce a new mechanism for fusing
images and annotations that improves both learning time and inference accuracy. We examine
different choices of guided inference (Section 4.2) to identify which is best for structured output.
Once trained, our model requires no further optimization to handle new few-shot tasks, and can
swiftly and incrementally incorporate additional annotations to alter the task or correct errors.

We evaluate our method on a variety of challenging segmentation problems: interactive image
segmentation in 5.1, semantic segmentation in 5.2, video object segmentation in 5.3, and real-time
interactive video segmentation in 5.4. See Figure 2 for an illustration of the problems we consider.
The focus of our results is in the sparse regime, for which it is practical to collect annotations. In
all cases our accuracy is state-of-the-art for the amount of annotations and time required. The speed
with which our method incorporates new annotations makes it suitable for real-time interactive use.

2 Related Work

Our framework extends and bridges segmentation and few-shot learning. Segmentation is a vast
subject with many current directions for deep learning techniques [11]. We focus on one-shot,
semi-supervised, and interactive methods, which are addressed separately in existing work. We
review few-shot learning methods and how they relate to structured output.

Segmentation There are many modes of segmentation. We take up semantic [7, 16], interactive
[3, 13], and video object segmentation [17] as our challenge problems. See Fig. 2 for summary.

For semantic seg., Shaban et al. [21] proposes a pioneering but limited one-shot segmentor (OSLSM),
which requires few images but dense annotations and needs semantic supervision at training time.
Our few-shot segmentor can segment a class from as few as two points for positive and negative,
and even few-shot segment classes from instance supervision, due to our guided architecture. For
video object seg., one-shot video object segmentation (OSVOS) by Caelles et al. [4] achieve high
accuracy by fine-tuning during inference, but this optimization is too costly in time and fails with
sparse annotations. By contrast, we learn to guide segmentation propagation from sparse annotations
by synthesizing tasks with that kind of annotation. We rely on feedforward guidance to few-shot learn,
making our method much faster. For interactive seg., Xu et al. [27] learn state-of-the-art interactive
object segmentation (DIOS), but cannot propagate annotations across different images as we do. This
is a bottleneck on annotation efficiency, since it requires >= 2 annotations for every input, while our
method can segment new inputs on its own. Note that interactive is a special case of few-shot.
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Figure 5: Optimization for few-shot segmentation propagation. (a) Synthesizing tasks from densely
annotated segmentation data. (b) One task update: episodic training reduces to supervised learning.

4.2 Guiding Inference

Inference in a fixed segmentation model is simply ŷ = f✓(x̄) for output y, parameters ✓, and input x̄.
Guided inference is a function ŷ = f(x̄, z) of the query conditioned on the guidance extracted from
the support. In our case inference has the further form of f(�(x̄), z), where � is a fully convolutional
encoder from input pixels to visual features. We explore a variety of conditioning approaches, note
connections to recently proposed few-shot learning methods for image classification, and determine
which most effectively copes with structured output across several types of segmentation tasks. See
Figure 4 for a schematic illustration of the types of conditioning.

Feature Fusion ŷ = f✓(mf (�(x̄), z)) for fusion operation mf . In particular we consider fusing by
mf = �(x)� tile(z) which concatenates the task representation with the query features (while tiling
z to the spatial dimensions of the query if need be). The fused query-support feature is then decoded
to a binary segmentation by a small convolutional network f✓ that can be interpreted as a learned
distance metric for retrieval from support to query. Note that the pixel-level matching architecture of
Yoon et al. [28] resembles our instantiation of this approach, but without addressing multi-shot and
sparse pixel settings, and furthermore they require optimization during inference for few-shot usage.

Parameter Regression ŷ = f✓,⌘(z)(�(x)) for static inference parameters ✓ and dynamic task
parameters regressed by ⌘(z). The task parameters can correspond to any differentiable model, but in
existing methods and this work they control the output layer of a fully convolutional network. The
remaining majority of the weights ✓ for other layers are learned by backpropagation during training
then fixed. Note that Shaban et al. [21] regress parameters, but their regressor is global, instead of
local and fully convolutional. We find that this approach is unstable to optimize, and can sometimes
converge to constant task weights that do not vary with the support.

Nearest Neighbors and Prototypes ŷ = argminj f(�(x̄), zj) for any distance metric f . If the
local task representations are kept, the query can be inferred by nearest neighbors. Globalizing the
task representation class-wise amounts to clustering fully convolutional features into prototypes. In
this case the distance from the query to the prototypes implicitly defines the task model. This is a
natural extension of [24] to segmentation, but we find it is difficult to optimize for structured output,
perhaps due to multi-modality or fine-tuning from pre-training.

To decide how to guide inference, we carry out pilot experiments on interactive and few-shot semantic
segmentation. In comparing feature fusion, parameter regression, and prototypes we find feature
fusion is more accurate and simpler to tune. This is the inference strategy used for all of our results.

4.3 Optimization and Task Sampling

In standard supervised learning, the model parameters ✓ are optimized according to the loss between
prediction ŷ = f✓(x) and target y. In our case, we optimize the parameters of the guide z =
g(xs,+s,�s), as well as the parameters of the query segmentor f✓(x̄, z). We reduce the problem to
supervised learning by training episodically to directly optimize for the few-shot task while learning
the parameters of both branches jointly and end-to-end as shown in Figure 5.

Inputs (annotated support and query) and (query) targets are synthesized from a fully labeled dataset.
For clarity, we distinguish between binary segmentation problems (tasks) and tasks grouped by
problem distribution (modes). For example, semantic segmentation is a mode while segmenting the
category of birds is a task. To construct a training episode, we first sample a task, then a subset of
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DISCUSSION
• What is the right definition of distributions over problems?
‣ varying number of classes / examples per class (meta-training vs. meta-testing) ? 

‣ semantic differences between meta-training vs. meta-testing classes ?

‣ overlap in meta-training vs. meta-testing classes (see recent “low-shot” literature) ?

• Move from static to interactive learning
‣ how should this impact how we generate episodes ?

‣ meta-active learning ? (few successes so far)
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