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Previous lecture 

• Supervised learning 
• Global representations 
• Hierarchical representations 
• Learning features 
• Compositionality of features 
• Classification problem (with SVM) 
• End-to-end learning 

Crédits pour la majorité des transparents qui suivent: R. Fergus, Y. LeCun, M. Renzato 



Today’s lecture 

• CNNs ! 

Crédits pour la majorité des transparents qui suivent: R. Fergus, Y. LeCun, M. Renzato 



But first, a quiz 

• Classification with SVMs 



Classification 

Slides courtesy Alex Smola 



Classification 

Slides courtesy Alex Smola 



Now, some basics 



Biological Neuron 



The Neuron Metaphor 

•  Neurons 
•  Accept information from multiple inputs  
•  transmit information to other neurons 

•  Artificial neuron 
•  Multiply inputs by weights along edges 
•  Apply some function to the set of inputs at each node 



Types of Neurons 
1

Linear Neuron 

1

Logistic Neuron 
1

Perceptron Potentially more. Require a convex  
loss function for gradient descent training. 
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Limitation 

• A single “neuron” is still a linear decision boundary 

• What to do? 

•  Idea: Stack a bunch of them together!  



Multilayer Networks 

•  Cascade neurons together 
•  The output from one layer is the input to the next 
•  Each layer has its own sets of weights 



Feed-Forward Networks 

• Predictions are fed forward through the network 
to classify 
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Feed-Forward Networks 

• Predictions are fed forward through the network 
to classify 

x0

x1

x2

xP

~✓0,0

~✓0,1

~✓0,2 ~✓1,2

~✓1,1

~✓1,0

✓2,0

✓2,1

✓2,2



How about learning the parameters?  

Yes, with gradient descent 



Recall: Building a Complicated Function 

Given a library of simple functions 
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Chain Rule 



Chain Rule: All local 



Logistic Regression as a Cascade 
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Key Computation: Forward-Prop 



Key Computation: Back-Prop 



Neural Network Training 

• Step 1: Compute loss on mini-batch              [F-Pass] 
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Neural Network Training 

• Step 1: Compute loss on mini-batch              [F-Pass] 
• Step 2: Compute gradients wrt parameters   [B-Pass] 
• Step 3: Use gradient to update parameters 

With momentum 



Convergence of Back-Prop 

•  Perceptron leads to convex optimization 
•  Gradient descent reaches global minima 

•  Multilayer neural nets not convex 
•  Gradient descent gets stuck in local minima 
•  Hard to set learning rate 
•  Selecting number of hidden units and layers =  fuzzy process 
•  NNs had fallen out of fashion in 90s, early 2000s 
•  Back with a new name and significantly improved 

performance!!!! 
•  Deep networks 

•  Dropout and trained on much larger corpus 



Convolutional Layer 

a 
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Convolutional Layer 
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Convolutional Layer 



*         
-1  0  1 
-1  0  1 
-1  0  1 

=         

Convolutional Layer 



http://setosa.io/ev/image-kernels/ 

Convolutional Layer: Demo 



Learn multiple filters. 

e.g.: 200x200 image 
        100 Filters 
        Filter size: 10x10 

    10K parameters 
 

 

Convolutional Layer 
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Question: What is the size of the output? What's the computational 
cost? 
 

Question: How many feature maps? What's the size of the filters? 
 

Answer: Usually, there are more output feature maps than input 
feature maps. Convolutional layers can increase the number of 
hidden units by big factors (and are expensive to compute). 
The size of the filters has to match the size/scale of the patterns we 
want to detect (task dependent). 

Convolutional Layer 

Answer: It is proportional to the number of filters and depends on the 
stride. If kernels have size KxK, input has size DxD, stride is 1, and there 
are M input feature maps and N output feature maps then: 
- the input has size M@DxD  
- the output has size N@(D-K+1)x(D-K+1) 
- the kernels have MxNxKxK coefficients (which have to be learned) 
- cost: M*K*K*N*(D-K+1)*(D-K+1) 



Let us assume filter is an “eye” detector. 
 
Q: How can we make the detection robust to 
the exact location of the eye? 
 

Pooling Layer 



By “pooling” (e.g., taking max) filter 
responses at different locations we gain 
robustness to the exact spatial location of 
features. 

Pooling Layer 



Max-pooling: 

Average-pooling: 

L2-pooling: 

L2-pooling over features: 
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Pooling Layer: Examples 



Question: What is the size of the output? What's the computational 
cost? 
 

Question: How should I set the size of the pools? 
 

Pooling Layer 

Answer: The size of the output depends on the stride between the 
pools. For instance, if pools do not overlap and have size KxK, and 
the input has size DxD with M input feature maps, then: 

Answer: It depends on how much “invariant” or robust to 
distortions we want the representation to be. It is best to pool 
slowly (via a few stacks of conv-pooling layers). 

•  Output is M@(D/K)x(D/K) 
•  The computational cost is proportional to the size of the 

input (negligible compared to a convolutional layer) 



Conv layer: 
linearizes manifold 

Pooling layer: 
collapses manifold 

Task: detect orientation L/R 

Pooling Layer: Interpretation 



Conv. 
layer 

hn− 1 hn

Pool. 
layer 

hnŻ 1

If convolutional filters have size KxK and stride 1, and pooling 
layer has pools of size PxP, then each unit in the pooling layer 
depends upon a patch (at the input of the preceding conv. layer) of 
size: (P+K-1)x(P+K-1) 

Pooling Layer: Receptive Field Size 



Convol. Pooling 

One stage (zoom) 

Crédit: K. Kavukcuoglu 

ConvNets: Typical Stage 



One stage (zoom) 

Fully Conn.  
Layers 

Whole system 

1st stage 2nd stage 3rd stage 

Input 
Image 

Class 
Labels 

Convol. Pooling 

ConvNets: Typical Architecture 



Visualizing Learned Filters 

[Zeiler and Fergus, ECCV 2014] 
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Visualizing Learned Filters 

[Zeiler and Fergus, ECCV 2014] 



Convol. Pooling 

One stage (zoom) 

Conceptually similar to: SIFT, HoG, etc. 

ConvNets: Typical Stage 



Components of each CNN Layer 



Filtering: Convolutional 



Filtering: Non-linearity 



Pooling 



Normalization 



Comparison with SIFT 



CNN: Applications 



CNN: Applications 



ImageNet 2012 














